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Abstract: Voice conversion is a process where the essence of a speaker’s identity is seamlessly
transferred to another speaker, all while preserving the content of their speech. This usage is
accomplished using algorithms that blend speech processing techniques, such as speech analysis,
speaker classi�cation, and vocoding. The cutting-edge voice conversion technology is characterized
by deep neural networks that effectively separate a speaker’s voice from their linguistic content. This
article offers a comprehensive overview of the development status of this area of science based on the
current state-of-the-art voice conversion methods.

Keywords: voice conversion; voice disentangling; voice synthesis

1. Introduction
Voice conversion using arti�cial intelligence is an essential �eld of science. It is the

science of transforming one voice to sound like another person’s voice without changing
the linguistic content [ 1]. Voice conversion belongs to the general technical �eld known
as speech synthesis, which converts text into speech or changes speech properties, such
as voice identity, emotion, or accent [2]. Neural network approaches that were recently
considerably affected the development of numerous voice converter applications [ 3]. Nowa-
days, most synthesis techniques and algorithms include a deep learning component [ 4].
Voice conversion using neural networks is a rapidly expanding discipline with signi�cant
breakthroughs. This review aimed to quickly bring readers up to date on the most re-
cent developments in this technology �eld. This article summarizes the state-of-the-art
neural-network-based voice converter techniques focusing on recent advancements. The
article discusses the most signi�cant technological developments and explains how they
have enhanced the effectiveness and quality of voice conversion. The article also discusses
particular issues that still need to be resolved and offer predictions for the direction of voice
conversion research. Whether the reader is a researcher, a practitioner, or simply someone
interested in this topic, this article provides a comprehensive introduction to the latest
advancements in voice conversion using neural networks.

Currently, a typical voice conversion procedure consists of a part analyzing and decom-
posing the voice to extract individual components/characteristics and a piece involving
the mapping/combining of the extracted elements via reconstructions using a vocoder [ 5].

The work�ow of analysis�mapping�reconstruction also changes as a result of deep
learning approaches. The mapping must successfully obtain an appropriate intermediate
representation of the speech. Embedding in deep understanding provides a new way of
deriving indirect expression, for example, latent code for linguistic content and speaker
embedding for speaker identity. It also makes it easier to separate the speaker from the
scope of the speech [6].

This study aimed to break down the conversion into its components and present the
current testing status in each area. These additional components are as follows (also shown
in Figure 1):
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� Speaker identity extraction�this involves extracting information about the speaker’s
identity from the speech.

� Linguistic content extraction�this involves extracting from statements or appropri-
ately processing other data (e.g., text) to obtain the most time-dependent information
in the output. These include information about the content of speech, rhythm, and
intonation.

� Encoder�this is responsible for the integration and appropriate representation of the
above extractions. As the information fed into the encoder and the information ob-
tained from the extraction of linguistic content latent embeddings are time-dependent,
these two tasks are often combined.

� Decoder/vocoder�these are responsible for processing the data obtained from the
encoder to produce an appropriately manipulated soundtrack in the output. The input
is frequently a spectrogram. However, sometimes, to reduce the number of models
or unnecessary intermediate representations [7], the encoder is combined with the
vocoder, and there is no intermediate representation between them.
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Figure 1. Typical voice conversion pipeline. The input is most often a waveform or spectrogram.
A distortion-free new soundtrack is produced by extracting features from this data and combining
them in the encoder before further processing.

Some of the presented algorithms represent only a part of the task, e.g., proper sepa-
ration of sound components; however, these are described because of their potential use
in the functions mentioned earlier. Furthermore, to maximize the timeliness of the review,
much of the algorithms presented will be from recent work.

The breakdown shown above is for illustrative purposes; it is not as readily apparent
in every algorithm.

Developers recently created an increasing number of zero-shot voice conversion
algorithms. An unsupervised zero-shot voice conversion (VC) aims to change the speaker’s
characteristics in an utterance to match an unseen target speaker without using parallel
training data.

2. Voice Conversion Process
To attain high performance in voice conversion, the models must undergo pre-training

with vast amounts of data, resulting in large models that may be inef�cient to use. Mingjie
Chen et al. [8] presented a model that is signi�cantly smaller and, therefore, faster to process
while still providing the same performance. For this purpose, dynamic GAN-VC (DYGAN-
VC) uses a non-autoregressive structure and vector quantized embeddings obtained from a
VQWav2vec [9] model. In addition, they introduced dynamic convolution [ 10] to improve
the modeling of speech content while requiring the use of a small number of parameters.

In [ 7], authors proposed an any-to-any voice conversion pipeline. They offered an ap-
proach that uses automated speech recognition (ASR), pitch tracking, and SOTA functions
of a modi�ed vocoder.



Appl. Sci.2023, 13, 3100 3 of 13

Two-stage pipelines using low-level indirect speech representations, such as mel
spectrograms, dominated recent advances in neural voice processing tests. The authors
in [ 11] noted that a data-driven approach to learning implicit representations could not
fully realize its potential due to the limitations of predetermined characteristics. They
proposed WavThruVec, which is a two-stage architecture that solves the bottleneck using
multidimensional embeddings as an intermediate representation of speech.

A variational autoencoder (VAE) [ 12] is a neural network that separates speech into two
parts: speaker identity and language content. It then uses this information to make a target
speaker sound like the source speaker. The VAE concatenates the target speaker’s identity
embedding and the source speaker’s content embedding to accomplish the separation and
deliver the desired sentence. The researchers in [13] found that adding a self-observation
layer to the VAE decoder could improve the accuracy of the speaker classi�cation in voice
transformation. This layer uses non-local information and hides the source speaker’s
identity to create more accurate transformed speech.

Similarly, in [ 14], zero-shot voice conversion was performed by inserting any speaker
embedding and content obtained from the encoders into the VAE decoder. In addition,
they used a learning strategy by augmenting on-the-�y data during training to make the
learned representation resistant to interference.

The authors of [15] proposed a voice conversion method using a general adversarial
network (GAN) called StarGAN v2. The many-to-many conversion model does not need
large data sets. It is not, however, designed for zero-shot VC. The style encoder used is
capable of transferring not only the characteristics of the speech read but also the emotions
to another voice. The presented model is fully convolutional and, combined with a suitable
vocoder, can operate in real-time conversion.

The developers of the FreeVC algorithm [ 16] presented a compelling approach using
GANs, which is an extension of the text-to-speech method VITS [ 17]. This method also
implements an extended conditional VAE and other innovative mechanisms, such as a
monotonic alignment search using normalizing �ows [16,17].

2.1. Speaker Identity Extraction
The fundamental aspect of voice conversion is how the model is informed about

a speaker’s voice characteristics. The model uses these voice characteristics during the
conversion process to produce the appropriate timbre in the speech. A modern method is
the use of the D-vector [4]. The mentioned article presents the application of deep neural
networks for veri�cation. During the training stage, the model calibrates itself to classify
speakers correctly. The trained network extracts speaker-speci�c characteristics from the
last hidden layer when recording a speaker’s speech. The average of these characteristics,
or the D-vector, is taken as the speaker model. At the evaluation, the network extracts
a D-vector for each voice and compares it with the speaker model to verify the speaker.
This algorithm obtained excellent results for the veri�cation task; however, the zero-shot
conversion uses speakers whose speech samples are not present in the training set. When
this happens, using a more generalized characteristics map is better [18]. The authors
proposed a generalized end-to-end loss for speaker veri�cation, which achieved state-
of-the-art results regarding speaker veri�cation. The researchers applied the proposed
system in several VC and voice synthesis systems, including SV2TTS [19], AutoVC [ 20],
and DYGAN-VC [ 9]. GE2E employs a cost function that moves speech representation
toward the centroid of speech by the same speaker and away from the centroid of speech
by a different speaker.

For better generalization and better placement of samples in embedded space, algo-
rithm developers also use a normal distribution. The output of the network produces an
average and an expected value. An example is then taken from such a distribution to
represent information about the speaker’s identity. To increase the similarity to the normal
distribution, an additional Kullback�Leibler cost function is then used, which is also used
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in the variational auto-encoders described later [ 12]. A speaker-encoder structure was used
in HiFi-VC [7].

Conventional speaker embedding averages frame-level characteristics over all frames
in a single speech. Some algorithms, such as WavThruVec [11], use a self-attention mecha-
nism to give different weights to different structures and generate weighted averages and
standard deviations. Self-attention, which is sometimes referred to as intra-observation,
is an attention mechanism that refers to the different positions of a single sequence to
compute its representation [ 21]. This mechanism captures long-term changes in speaker
characteristics more effectively. WavThruVec uses the ECAPA-TDNN architecture as the
speaker encoder [22]. Despite the considerable difference in the �nal analysis of speaker
similarity between the use of seen-speech and zero-shot conversions, using a signi�cant
amount of training data led to an increased generalization of the speaker feature extractor.

Long et al. [13] improved the ef�ciency of speaker style transfer to the VAE in voice
conversion by adding a self-attention mechanism. They also trained the model using the
group lasso division method (RGSM [ 23]) to capture speaker information’s global and
interdependent nature over a signi�cant period and mitigate over�tting [ 23]. However, it is
essential to note that the authors did not create a separate representation of the speaker that
is added during the model training. Instead, they jointly separated it from the linguistic
content in the VAE. The decoder separates the content embedding from the speaker latent
space by taking a content embedding from the distribution of a single speech and a speaker
embedding from the average distribution of all samples of voices from the same speaker
group.

The D-DSVAE developers also separate speaker traits from track and speech traits. [14].
In this case, to correctly separate the information, the authors tested different-sized weights
with the Kulbak�Leibner cost function for the speaker features and the speech. In addition,
they assumed that the speaker characteristics were not time-dependent, and thus, they used
average pooling on them by suggesting a suitably modi�ed 1D InstanceNorm method [ 24].

In addition to VAE, adversarial networks, namely, GANs, are commonly used in
voice conversion. The developers of StarGANv2-VC [ 15] extracted information about the
speaker’s speech style and identity from the mel spectrogram. The system removes the
speaker’s characteristics by adding a cost function from the discriminator, which classi�es
a sound’s authenticity and speaker identity. Furthermore, to induce the generator to create
samples with different styles, a cost function calculates the mean absolute error between
examples of different styles and maximizes it. The style encoder minimizes the difference
between the style obtained from the actual sample and the style generated by the entire
pipeline.

FreeVC [17] tested the performance of two speaker feature extraction methods: pre-
trained and non-pre-trained. The developers of the �rst type of method trained them on
a large set of speakers, similar to those using GE2E. However, they utilized a different
model instead, namely, BNE-Seq2seqMoL [25]. The authors noted that implementing
the pre-trained method in this algorithm did not produce signi�cantly better results than
training the speaker encoder with the other parts from scratch. These results indicate that
if the linguistic representation is extracted correctly, the speaker encoder learns the missing
parts describing the identity.

2.2. Linguistic Content Extraction
The second component of conversion is how the linguistic information of the speech,

i.e., the content, and the phonemes, is communicated to the encoder. Rhythm, intonation,
and emotion can be conveyed through the speaker encoder and other encoders, as well as
omitted or added. However, isolating the content of the speech from the track is the most
crucial part.

The developers of DYGAN-VC [ 8] used a VQWav2vec model [9] in their work, the
main aim of which was to present a lighter voice conversion model while maintaining
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SOTA results for linguistic information extraction. The generator receives the data extracted
from the soundtrack and the pre-trained speaker embedding with its help.

Ref. [7] noted that pretreated ASR models extracted little of the speaker’s characteris-
tics from the soundtrack. Furthermore, once trained, they can serve as a cost function to
minimize the loss of linguistic data. This application’s downside is that it does not convey
rhythmic or tonal information. The team utilized an additional F0 fundamental frequency
extractor to address this problem. The ASR and F0 encoder is similar to that used in TTS
Skins [26], except F0 is additionally preprocessed using a network that is almost identical
to BNE-Seq2seqMoL [25]. During training, the authors only modi�ed the F0 weights of the
encoder and the speaker encoder mentioned above. The developers used a conformer [27]
ASR model pre-trained using NVIDIA in the linguistic encoder.

The pre-trained model was also used in WavThruVec [ 11]. Although the work itself
mainly refers to voice synthesis, it also engages with conversion in its operation. Based on
transformers, the applied pre-trained speech recognition model Wav2vec 2.0 [ 28] performs
well as a characteristic linguistic extractor. Because these latent activations derived from
this model provide high-level linguistic characteristics, they are more resistant to noise. The
decoder can be trained on large, non-transcribed audio corpora, as Wav2vec 2.0 embeddings
are time-aligned and speaker-independent.

Using VAE, Long et al. [ 13] and D-DSVAE [ 14] carried out the separation of linguistic
characteristics in the same way they separated speaker characteristics, with the exception
that they treated these characteristics as an individual for each audio track. They did
not introduce grouping or averaging for them. However, they required suitably adjusted
weights for the cost function during training.

In StarGANv2-VC [ 15], the mel spectrogram containing the speech content is fed
directly to the encoder/generator. The only additional attribute extracted from the sound
beyond the styles is the fundamental frequency extracted using the pre-trained JDC net-
work [29].

Extracting linguistic information in FreeVC [ 16] is more complex, as it varies based
on whether the model is in use during the training or inference process. The developers
used the prior pre-trained WavLM model [ 30] to extract linguistic features, which were
then fed to the bottleneck to reduce speaker information and noise. In addition, the authors
implemented a mechanism to change the dimension of the input data to degrade individual
speaker features in the spectrogram. This implementation reduces the need for �ne-tuning
the dimensions of the bottleneck in the linguistic extractor. The authors then projected the
latent representation into the mean and variance of the distribution. The normalization
�ow, conditioned on the speaker embedding, was adapted to improve the complexity of the
prior distribution. VITS [ 17] envisions it as consisting of multiple af�ne coupling layers [ 31]
designed to preserve volume with a Jacobian determinant of 1.

2.3. Generation
As the importance of the intermediate representation obtained from the encoder

processing the audio tracks is negligible in the VC pipeline, these issues are often combined.
StarGANv2-VC [ 15], which is based on GANs, uses a single discriminator and genera-

tor to generate audio tracks with speaker-speci�c style vectors derived from a style encoder.
The encoder processes the soundtrack in the generator, and the JDC network mentioned
in the previous section extracts the fundamental frequency. The characteristics obtained
at the output are then fed to a decoder, to which style information is also added using
AdaIN [ 32]. The result of the decoder, and thus, the generator, is a mel spectrogram with an
altered style. The discriminator, on the other hand, consists of two networks. In addition to
the classic one used in GANs (the real/fake classi�er), an additional model is responsible
for speaker classi�cation. A pre-trained Parallel WaveGAN was used to convert the mel
spectrogram to a wave [33].

DYGAN-VC [ 8], similar to StarGANv2-VC based on its assumptions on GAN, uses
the generator and discriminator models. In addition, the authors compared two ways
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of cross-adapting data obtained from VQWav2vec and the speaker encoder. These were
AdaIN [ 32] (also used in StarGANv2-VC) and WadaIN [ 34]. Ultimately, they chose to use
the latter because it indicated the creation of better-quality sound. As mentioned earlier,
the generator structure includes dynamic convolution and the WadaIN. The characteristics
obtained from the VQWav2vec [ 9] and speaker characteristics obtained from the speaker
encoder are applied to the generator, while they are only used to the WAdaIN block. In
turn, a spectrogram is received at the output. This speech is then fed to a discriminator,
which decides whether it is false or true. The discriminator uses the same architecture as
StarGANv2-VC [15], and Parallel WaveGAN [33] was used as the vocoder.

Authors of HiFi-VC modi�ed the commonly used HiFi-GAN vocoder [ 35]. As HiFi-
GAN is a separate model responsible for converting a mel spectrogram into a waveform,
the developers changed it to receive characteristics obtained from speaker characteristics
extraction and linguistic characteristics as input. The authors omitted the intermediate
representation and only presented the mel spectrogram at the encoder inputs. In addition,
the speaker characteristics are fed directly into the residual blocks of the modi�ed HiFi-
GAN generator. The VC pipeline is considerably simpli�ed by this approach, and it does
not require �ne-tuning the vocoder once the decoder has been trained.

Authors of WavThruVec [ 11] used a GAN model and cost functions based on HiFi-
GAN as the decoder responsible for combining and processing linguistic and speaker
information.

The authors of D-DSVAE [ 14] used a modi�ed model from AutoVC for the encoder
responsible for data separation and the decoder. During training, they operated with
one encoder and a single audio track. Still, during conversion, they used two encoders
with two audio tracks: one for extracting linguistic data and the other for identity. Then,
they combined these characteristics and fed them to the decoder, which had the task of
reconstructing the spectrogram at the output. The vocoder used in this work, which was
responsible for converting the spectrogram into a wave, was WaveNet [ 36], but the authors
noted that it only served for inference and was not used during training. The results of the
modi�ed sound were strongly dependent on the weights used during training.

In the case of Long et al. [13], although the training principle was very similar to
that of the D-DSVAE, as one encoder was used for training and two for conversion, the
models used were different, and the mel frequency cepstral coef�cients were used as input
and output data. In addition, the decoder structure implemented an attention mechanism
responsible for catching long-range dependency. A WaveNet was used as a vocoder as in
D-DSVAE.

FreeVC [16] includes a posterior encoder, decoder, and discriminator in its architecture
in addition to the speaker encoder and prior encoder described previously. The posterior
encoder is used only during training to train the latent space. The prior distribution
mentioned earlier in the linguistic feature extraction framework must be close to the
posterior distribution conditioned by the linear spectrogram. This work was done to
correctly estimate the match between the content of the utterance and the target whose
voice is synthesized. The decoder receives the output of the posterior encoder or prior
encoder, depending on whether the model is trained or not, respectively. The decoder and
discriminator used models of the HiFi-GAN algorithm [35].

2.4. Vocoders
Vocoders are tools used to convert a speech spectrogram into sound waves. They are

crucial to the voice conversion process, as they enable the generation of the appropriate
sound based on the spectrogram. Table 1 compares the described methods in terms of
the solutions used. The described methods use Parallel WaveGAN, WaveNet [36], and
HiFi-GAN [35].
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Table 1. Models used in the described VC works. Abbreviations: LN�layer normalization, RC�
residual connections, and LSTM�long short-term memory.

Paper Speaker Identity
Extraction Linguistic Content Extraction Generation Vocoder

[8] GE2E [18] VQWav2vec features [9]
Dynamic convolutions [10]

WadaIN [34]
LN + RC as in [21]

Parallel WaveGAN [33]

[7] 5-layer residual FC similar
to [37]

Linguistic encoder:
TTS Skins [26]
Conformer [27]

F0 encoder:
BNE-Seq2seqMoL [25]

Modi�ed HiFi-GAN [35] Modi�ed HiFi-GAN [35]

[11] ECAPA-TDNN [22] Wav2vec [28] Vec2wav model based on
HiFi-GAN [35]

Vec2wav model based on
HiFi-GAN [35]

[13] � -VAE [38]�average
distribution

� -VAE [38]�individual
distribution for each audio

� -VAE [38]
RGSM [23]

Attention [21]
Post-Net as in [39]

WaveNet [36]

[14]
Modi�ed DSVAE [40]�

time-invariant
disentanglement

Modi�ed DSVAE
[40]�time-variant
disentanglement

Modi�ed AutoVC Decoder
[20]

WaveNet [36]
HiFi-GAN [35]

[15] Mapping network/style
encoder

Encoder +
F0 Encoder:

JDC network [29]

Encoder output + F0
output + style injected by

AdaIN [32]
Parallel WaveGAN [33]

[16] LSTM based on [25]

Prior encoder:
WavLM [30]

bottleneck extractor
posterior encoder based on

�ow used only during training

HiFi-GAN [35] HiFi-GAN [35]

WaveNet is a neural network architecture that DeepMind proposed in 2016. WaveNet
is a generative model that can generate audio data based on previous predictions. The
authors proposed a model architecture based on PixelCNN [ 41], which is applied to images.
WaveNet is very effective at generating natural voice sounds because it relies on dilated
convolutions, which allow for modeling a wide range of information in the input data.
Dilated convolutions previously used in signal processing were used in various contexts,
e.g., signal processing [42,43] and image segmentation [44,45]. In addition, the authors
noted that using gated activation units in PixelCNN works better in modeling audio signals
than recti�ed linear activation functions [ 46]. Authors also used residual connections [ 47]
to accelerate training for deeper models.

Parallel WaveGAN is a GAN-based generative model that was proposed in 2020.
WaveGAN is speci�cally designed to generate audio data, such as nature sounds or music.
The model uses GAN to develop an arti�cial audio signal. WaveGAN models are very
effective at generating audio data that is highly realistic and natural. The developers used
two models: a generator and a discriminator typically used for GANs [ 48]. As part of the
generator, they used a modi�ed WaveNet, but the authors used non-causal convolutions in-
stead of causal convolutions; the input is random noise drawn from a Gaussian distribution,
and the model is non-autoregressive at both the training and inference steps. In addition, to
increase the stability, they introduced multi-resolution STFT auxiliary loss [ 49,50]. Combin-
ing multiple STFT losses with different analysis parameters helps the generator to obtain
the time-frequency characteristics of speech [51].

As research showed [52], the best performance in vocoder tasks among the presented
three was achieved by the third model: the HiFi-GAN. The authors of the generator
developed a proprietary model using multi-receptive �eld fusion to work in parallel on
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patterns of different lengths. They increased the receptive �eld to counter problems such
as identifying long-term dependencies, according to [ 53]. In addition, they focused on the
issue of identifying diverse periodic patterns. For this purpose, they used two discriminator
models: the author’s multi-period discriminator and the multi-scale discriminator proposed
in MelGAN [54].

2.5. Datasets
It is necessary to use the best possible datasets to achieve good results. For attention-

based algorithms, a large dataset is essential.
The most commonly selected [7,11,13,14,16] dataset for training and testing in the

described works was the VCTK [ 55]. Some results [11,14] supplemented it with datasets
such as Hi-Fi TTS [56], LibriSpeech [57], CommonVoice [ 58], AVSpeech [59], or TIMIT [ 60].
Only [ 8] used a different dataset, the VCC2020 [61], partly because the work was a com-
parison with another model that used this dataset. In [ 15], to demonstrate the conversion
ability of stylized speech, a model for additional datasets�JVS [ 62] and ESD [63]�was
trained separately.

2.6. Model Inputs
Most VC studies [ 7,8,14,16] used logarithmic mel spectrograms as the soundtrack

input. The same was true for [ 11] as an input to the speaker encoder. However, for the
pre-trained Wav2vec, the authors gave a wave as the input. In [ 7], the authors gave the F0
fundamental frequency to extract information such as tonality. In [ 13], the MFCCs (mel
frequency cepstral coef�cients) were used instead of the mel spectrogram.

2.7. Evaluation Methods
Two evaluation methods are used in voice conversion: objective and subjective. In

general, objective evaluation involves calculating some measure of difference or correlation
between the outcome and the target. The works used the WER [7,8,16] (word error rate)
and CER [7,8,15,16] (character error rate) to evaluate linguistic consistency. The authors
of [8] also used mel-cepstral distortion (MCD) [ 8] to measure spectral changes during
conversion. In [7,16], the PCC (Pearson correlation coef�cient) was used to calculate
prosody consistency. In [13], the effectiveness of speaker ratings shows the in�uence
of attention mechanisms on this factor. A classi�cation accuracy (CLS) metric was also
introduced in [ 15]. The authors of [14] used the EER (equal error rate) as a metric for the
quality of data separation. In addition, [ 7,8,11,14� 16] provided a mean opinion score (MOS)
for naturalness and similarity. Some works [ 8,13,15] used MOSnet, which simulated MOS
feedback. Table 2 shows the resulting MOS values of the described algorithms.

Table 2. Information about the described VC works. Abbreviations: CER�character error rate,
CLS�classi�cation accuracy, EER�equal error rate, MCD�mel-cepstral distortion, MOS�mean
opinion score, PCC�Pearson correlation coef�cient, WER�word error rate., M-M�many-to-many,
and A-A�any-to-any, 3 �exist, 7�no exist.

Paper Evaluations Methods
MOS
M-M

Quality

MOS
M-M

Similarity

MOS
A-A

Quality

MOS
A-A

Similarity
Dataset Public

Code/Demo

[8] MCD/MOS/CER/
WER/MOSNet [64] 3.81 3.87 - - VCC2020 [61] 3 1/ 3 2

[7] MOS/WER/CER/PCC 4.08 4.08 4.03 3.02 VCTK [55] 3 3

[11] MOS 4.09 - - -

VCTK [55],
Hi-Fi TTS [56]

LibriSpeech [57],
CommonVoice [58],

AVSpeech [59]

7/ 3 4
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Table 2. Cont.

Paper Evaluations Methods
MOS
M-M

Quality

MOS
M-M

Similarity

MOS
A-A

Quality

MOS
A-A

Similarity
Dataset Public

Code/Demo

[13]
MOSNet [64], average
speaker classi�cation

accuracy
3.74 - 3.58 - VCTK [55] 7/ 7

WaveNet [14]
EER/MOS

3.40 3.56 3.22 3.54
VCTK [55], TIMIT [60] 7/ 3 5

HiFi-GAN [65] 3.76 3.83 3.65 3.89

[15] MOS/MOSNet
[64]/CLS/CER 4.09 3.86 - - VCTK [55], JVS [62],

ESD [63], 3 6/ 3 7

[16] MOS/WER/CER/PCC 4.01 3.80 4.06 2.83 VCTK [55],
LibriTTS [66] 3 8/ 3 9

1 https://github.com/mingjiechen/dyganvc (accessed on 29 January 2023), 2 https://mingjiechen.github.io/
dygan-vc/ (accessed on 29 January 2023),3 https://github.com/tinkoff-ai/hi�_vc (accessed on 29 January 2023),
4 https://charactr-platform.github.io/WavThruVec/, 5 https://jlian2.github.io/Robust-Voice-Style-Transfer/
(accessed on 29 January 2023),6 https://github.com/yl4579/StarGANv2-VC (accessed on 29 January 2023), 7 https:
//starganv2-vc.github.io/ (accessed on 29 January 2023), 8 https://github.com/OlaWod/FreeVC (accessed on
29 January 2023),9 https://olawod.github.io/FreeVC-demo/ (accessed on 29 January 2023).

3. Challenges
Although neural networks themselves adapt very well to new datasets, there are other

problems that the presented algorithms solve or, in contrast, generate.
One problem may be the lack of suf�cient training data. Algorithms of deep neural

networks need a large amount of training data to train neural networks correctly, and in
the case of voice conversion, even more data is usually needed. Algorithm developers are
looking for solutions to disentangle time-variant features from these time-invariant ones to
swap some of these features. This approach opens access to databases that do not require
advanced labeling. Thus, developers mostly use a single training database (VCTK [55]),
which allows for a good performance comparison in a constrained environment. Concern-
ing the presented applications, algorithms using VAE require fewer training data than
those based on GANs or attentions. The authors also see the importance of the training
data in using an external pre-trained vocoder. Developers do not train it from scratch for
the same dataset as the converter but instead use an already appropriately generalized
model.

Another problem is the complexity of human speech and its appropriate resolution.
VAE-based algorithms often require careful adjustment of the bottleneck, which will pre-
vent redundant information from being transferred to the generated signal, and thus,
degrading it. GANs themselves, on the other hand, are not always able to build a suf�-
ciently generalized distribution to allow for the generation of samples outside the training
data area. This problem is evident, for example, in StarGANv2-VC [ 15], which does not
even include any-to-any covariance in its coverage, or even in FreeVC [16], where one can
see the poor performance of the similarity MOS for out-of-sample data. The developers
of FreeVC [16] and HiFi-VC [ 7] implemented a combination of these models, obtaining
excellent results in many-to-many conversion but worse results in SMOS for any-to-any
conversion.

One standard procedure for developing a conversion pipeline is for developers to use
pre-trained speaker encoders. This action can generate problems related to the inadequate
quality of a speci�c component contributing to a decrease in the entire system’s performance.
However, algorithms are emerging, such as the input-degrading FreeVC spectrogram [ 16]
or the fully VAE-based [ 11], which integrate speaker feature extractor training into a single
training loop jointly with linguistic feature extraction, which solves this problem to some
extent. In addition, using advanced models, which are most often trained for other purposes

https://github.com/mingjiechen/dyganvc
https://mingjiechen.github.io/dygan-vc/
https://mingjiechen.github.io/dygan-vc/
https://github.com/tinkoff-ai/hifi_vc
https://charactr-platform.github.io/WavThruVec/
https://jlian2.github.io/Robust-Voice-Style-Transfer/
https://github.com/yl4579/StarGANv2-VC
https://starganv2-vc.github.io/
https://starganv2-vc.github.io/
https://github.com/OlaWod/FreeVC
https://olawod.github.io/FreeVC-demo/
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in the model, can slow down the algorithm’s performance during use and training. Among
others, one such algorithm, Wav2vec, was used in [11].

Except for [11], the algorithms presented do not have built-in mechanisms that improve
performance with access to more data during use. Working on algorithms of this type can
increase the quality of the generated samples.

4. Conclusions
In summary, voice conversion is a promising, fast-growing research area that has the

potential to improve the performance of voice conversion applications by better represent-
ing human speech. While some challenges still need to be overcome, the presented models
have shown great potential in achieving high conversion ef�ciency levels and naturalness
in converted voices. These methods have potential applications in various �elds, such
as entertainment, medicine, teaching, and the military industry. The integration of voice
conversion technology into these �elds can bring signi�cant bene�ts, such as the creation
of new voices for virtual characters in video games and animated movies and the ability to
synthesize speech for people with speech impairments. Voice conversion is an exciting area
of research that will continue to evolve and improve. The description of the algorithms
in the second part makes it possible to look at the problem of voice conversion from the
authors’ perspectives of various algorithms. The juxtaposition of their performance results
and the problems they face allows for a global view of the current state of the art. The
presented article certainly provides a better understanding of the current state of the art in
voice conversion using deep learning techniques, and thus, be a good starting point for
developing other or similar techniques.

5. Future Directions
The analysis of the presented methods revealed several solutions that are superior to

others in speci�c ways. This report highlights some favorable sub-solutions and suggests
selecting the most suitable ones to develop a technique that achieves a high conversion
ef�ciency. Future work includes plans for implementing such a method. Moreover, the
information in this report about the datasets used and the evaluation methods will establish
an appropriate benchmark for testing the effectiveness of future algorithms.

Although the problem of voice conversion has been faced by algorithm developers for
a long time, some issues still require research. Here are some of them:
� The complex individual nature of human speech voice conversion is a task of great

complexity, as it requires an understanding of various aspects of sound, such as tone,
timbre, intonation, and tempo.

� Real-time performance requirements�in some cases, voice conversion must be done
in real time, meaning that the algorithm must run fast enough for the user to hear the
result in real time.

� Satisfactory results�the resulting quality of voice conversion can be crucial, especially
for commercial applications. Algorithm developers face the challenge of ensuring that
the results are good enough to be helpful to users.

� The �exibility of operation�the algorithm’s performance should adapt to our data.
The �nal product should also adapt in the case of higher-quality data. Furthermore, if
users have different lengths of statements, the algorithm should work smoothly.

� Developing appropriate metrics for evaluating performance�in order to put voice
conversion algorithms into practice, it is necessary to determine how well they work.
Therefore, algorithm developers must create appropriate quality assessment metrics
that consider various aspects of voice conversion, such as speech �uency, naturalness,
and intelligibility.

Author Contributions: Investigation, T.W.; methodology, T.W. and Z.P.; resources, T.W.; supervision,
Z.P.; validation, Z.P.; writing�original draft, T.W. All authors have read and agreed to the published
version of the manuscript.
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Abstract  
 
In voice conversion, the user identity is an attribute that characterizes the utterance we want to swap with the other person's 
identity while keeping the content of the utterance unchanged. Voice conversion algorithms incorporate various types of 
speech processing techniques such as utterance analysis, speaker classifiers, and vocoders. This paper presents an overview 
of state-of-the-art voice conversion methods leveraging disentangling speaker from linguistic content. 
 
Keywords: Voice Conversion, Voice Disentangling, Artificial Intelligence, Deep Learning 
 
Introduction  
 
Voice conversion is an important field of science using artificial intelligence. It is the science about how to transform one's 
own voice so that it sounds like another person's voice without changing the linguistic content. Voice conversion belongs to 
the general technical field of speech synthesis, which converts text to speech or changes speech properties such as voice 
identity, emotion, or accent (Mohammadi et al 2017). 

Recently, we can see a huge impact of neural network techniques on the development of many voice conversion 
applications. In a research study by Sisman (2020) it was mentioned that most of the synthesis algorithms developed today 
include a deep learning component. 

Currently, a typical voice conversion pipeline consists sequentially of a part analyzing and decomposing the voice, 
extracting individual components/characteristics, a part involving mapping/combining the extracted components, and 
reconstruction using a vocoder.  

Before deep neural networks were used, all the conversion steps were performed using classical methods. However, they 
were imperfect because they were based on smaller datasets, often requiring that the datasets used contain utterances with 
the same linguistic content for both the source and the target (parallel training data). Neural networks have contributed to a 
large development of techniques for training algorithms on data that did not have to satisfy the above condition. Developing 
techniques based on non-parallel training data allows to exploit one of the main aspects of neural networks leading to very 
good results - training on large data sets. Deep learning techniques are typically based on large datasets. That' s the power 
of deep learning in the field of voice conversion - instead of focusing on learning vocoders, or models representing phonetic 
systems, from scratch, you can use these pre-trained on huge datasets. By using a large database, we free the network that is 
responsible for conversion from using its ability to represent low-level details and background information, and instead 
focus on the high-level semantics necessary to convert speaker identity. 

Deep learning techniques also change the way the analysis-mapping-reconstruction pipeline is implemented. For mapping 
to be effective, we need to derive an appropriate intermediate representation of speech. The concept of embedding in deep 
learning provides a new way to derive an intermediate representation, such as latent code for linguistic content and speaker 
embedding for speaker identity. It also makes it easier to separate the speaker from the speech content. 



 
Disentangling Speaker From Linguistic Content 

A sound, an utterance can be described in many ways. In voice conversion, the goal is to swap the information containing 
the identity of the speaker, for another. For this purpose, in order to keep the other information unchanged, it is necessary to 
extract it correctly. Currently, auto-encoders are very commonly used for this purpose. The whole process with respect to 
audio conversion is shown in Figure 1. An auto-encoder is designed to properly compress the input object (in this case, the 
audio) to a certain representation, and then based on this representation, reconstruct it again with as much similarity as 
possible (Bank, D et al 2020). Authors of algorithms often emphasize how important it is to properly adjust the size of said 
representation. If it is too large, the result will be that it will contain the data that we want to extract. On the other hand, if it 
is too small, it may lead to misrepresentation of the input audio (Qian, K et al 2019). 

 

Fig 1. Voice conversion, where the encoders and decoder learn to disentangle speaker from linguistic content. 

Besides the basic version of autoencoder (AE), other variations such as Variational auto-encoder (VAE) (Kingma, D.P et al 
2013), and Vector Quantized Variational auto - encoder (VQ-VAE) (Van Den Oord, A et al 2017) are also used in audio 
conversion. A variational auto-encoder is a stochastic version of an autoencoder in which the encoder creates probabilistic 
distributions for the representation, instead of deterministic ones, while the decoder is trained on samples from these 
distributions. The variational autoencoder is better than the deterministic one in generating, synthesizing new samples, 
while the VQ-VAE using vector quantization in speech conversion cases achieves even better results (Chorowski, J et al 
2019). 

Like other autoencoders, the VAE decoder tends to generate overly smoothed speech. This can be problematic for voice 
conversion because the network can generate low quality speech that sounds like noise (Sisman, B et al 2020). To eliminate 
this problem, the use of a generative adversarial network (GAN) has been proposed (Huang, W.C.,  et al 2020), resulting in 
better synthesis of realistic sounding speech. GANs were initially used mainly in images; however, they are increasingly 
finding applications in other fields. 

Recent voice conversion systems have produced speech representations that can separate speaker-dependent and speaker-
independent information. However, the systems mentioned so far can only extract the timbre of the sound, while the pitch, 
rhythm and content information are still mixed. With the help of autoencoders, sound can also be broken down into other 
factors (Qian, K. et al 2020), whose possible editing can lead to interesting applications. While in the case of audio 
conversion a factor such as emotion is conveyed by the person whose identity is being swapped, there are solutions (Zhou, 
K et al 2022) that allow some degree of manipulation of this attribute, learned in a similar way to the previously mentioned 
speaker embeddings. 

In addition to the autoencoders described above, there are other techniques for watermarking audio components. There have 
been works proposing to combine autoencoders with another popular architecture called transformers (Vaswani, A et al 
2017, Tjandra, A. et al 2020). Transformers based on attentional mechanisms were initially used in natural language 
processing, however, they are finding more and more new and different applications. 
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Abstract: Deep Fake technology has developed rapidly in its generation and detection in recent
years. Researchers in both �elds are outpacing each other in their axes achievements. The works
use, among other methods, autoencoders, generative adversarial networks, or other algorithms
to create fake content that is resistant to detection by algorithms or the human eye. Among the
ever-increasing number of emerging works, a few can be singled out that, in their solutions and
robustness of detection, contribute signi�cantly to the �eld. Despite the advancement of emerging
generative algorithms, the �elds are still left for further research. This paper will brie�y introduce the
fundamentals of some the latest Face Swap Deep Fake algorithms.

Keywords: face deep fake; faceswap; image deep fake

1. Introduction
Facial swapping generates photos with a different individual’s facial identity and

qualities (e.g., pose, expression, lighting, and background). The implementation of this
task is not limited to long-term training of the model. Additionally, more time-consuming
preprocessing and postprocessing tasks are usually necessary to create a perceptually good
conversion. Most of the described algorithms use a variety of labor-intensive external
solutions to improve their performance. Algorithm developers generally use two main
approaches�source-based and target-based. The target-based approach entails extracting
the person’s �identity� from the source image and inserting it in the target image with the
characteristics contained there. The source-based approach, in contrast, involves editing
the source image based on the attributes extracted from the target image. The downside of
the second solution is that there is no control over the environment used. Therefore, the
work will focus on target-based algorithms to make the usefulness as universal as possible.

Developments in algorithmic work are introducing more solutions to improve quality
and reduce the time or amount of data required to achieve the target result [ 1]. Often, the
work that obtains the best results is trained for speci�c examples that are not generalized
for those outside the training set. This paper will present identity conversion pipelines.
However, it should be considered that the results they achieve could change depending on
changes in pre- and postprocessing tools. Therefore, most of the work will focus on how
the pipeline works and the model of the generating algorithm.

Figure 1 shows a typical source-based face swapping pipeline. It consists of data
preprocessing, a deep fake model (containing minor models, such as for identity extraction),
and postprocessing to improve the results. Due to the frequent merging of different
stages with each other depending on the algorithm and the computing power held by the
developers, a new division will be introduced:
- Identity extraction�involves obtaining information about the human’s identity.
- Attributes extraction�involves extraction from the image containing the person

whose identity will be edited to create features and attributes such as pose, emotion,
and background.

- Generator�generates the target image containing the source person’s identity.

Appl. Sci.2023, 13, 6711. https://doi.org/10.3390/app13116711 https://www.mdpi.com/journal/applsci

https://doi.org/10.3390/app13116711
https://doi.org/10.3390/app13116711
https://creativecommons.org/
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/applsci
https://www.mdpi.com
https://orcid.org/0000-0003-1726-7804
https://orcid.org/0000-0003-3556-0297
https://doi.org/10.3390/app13116711
https://www.mdpi.com/journal/applsci
https://www.mdpi.com/article/10.3390/app13116711?type=check_update&version=2


Appl. Sci.2023, 13, 6711 2 of 17

Appl. Sci. 2023, 13, x FOR PEER REVIEW 2 of 17 
 

�, ���4�›�’�‹�ž�•�Ž�œ�1 �Ž�¡�•�›�Š�Œ�•�’�˜�—�/ �’�—�Ÿ�˜�•�Ÿ�Ž�œ�1 �Ž�¡�•�›�Š�Œ�•�’�˜�—�1�•�›�˜�–�1 �•�‘�Ž�1 �’�–�Š�•�Ž�1 �Œ�˜�—�•�Š�’�—�’�—�•�1 �•�‘�Ž�1 �™�Ž�›�œ�˜�—�1
� �‘�˜�œ�Ž�1�’�•�Ž�—�•�’�•�¢�1� �’�•�•�1�‹�Ž�1�Ž�•�’�•�Ž�•�1�•�˜�1�Œ�›�Ž�Š�•�Ž�1�•�Ž�Š�•�ž�›�Ž�œ�1�Š�—�•�1�Š�4�›�’�‹�ž�•�Ž�œ�1�œ�ž�Œ�‘�1�Š�œ�1�™�˜�œ�Ž�ð�1�Ž�–�˜�•�’�˜�—�ð�1
�Š�—�•�1�‹�Š�Œ�”�•�›�˜�ž�—�•�ï 

�, �	�Ž�—�Ž�›�Š�•�˜�›�/ �•�Ž�—�Ž�›�Š�•�Ž�œ�1�•�‘�Ž�1�•�Š�›�•�Ž�•�1�’�–�Š�•�Ž�1�Œ�˜�—�•�Š�’�—�’�—�•�1�•�‘�Ž�1�œ�˜�ž�›�Œ�Ž�1�™�Ž�›�œ�˜�—���œ�1�’�•�Ž�—�•�’�•�¢�ï 

���‘�Ž�1�™�›�Ž�œ�Ž�—�•�Ž�•�1�•�’�Ÿ�’�œ�’�˜�—�1�’�œ�1�•�Ž�—�Ž�›�Š�•�ï�1���•�•�‘�˜�ž�•�‘�1�œ�˜�–�Ž�1�•�Ž�Ÿ�Ž�•�˜�™�Ž�›�œ�1�Œ�˜�–�‹�’�—�Ž�1�˜�›�1�•�’�Ÿ�’�•�Ž�1�•�‘�Ž�1
�™�›�Ž�œ�Ž�—�•�Ž�•�1 �•�ž�—�Œ�•�’�˜�—�Š�•�’�•�’�Ž�œ�1 �•�’���Ž�›�Ž�—�•�•�¢�ð�1 �˜�ž�›�1 �•�˜�›�–�ž�•�Š�•�’�˜�—�1 �’�œ�1 �ž�—�’�Ÿ�Ž�›�œ�Š�•�•�¢�1 �Š�™�™�•�’�Œ�Š�‹�•�Ž�1 �Š�—�•�1
�œ�•�›�Š�’�•�‘�•�•�˜�›� �Š�›�•�ð�1�œ�˜�1� �Ž�1� �’�•�•�1�œ�•�’�Œ�”�1�•�˜�1�’�•�1�•�‘�›�˜�ž�•�‘�˜�ž�•�1�•�‘�’�œ�1�œ�•�ž�•�¢�ï 

 

���’�•�ž�›�Ž�1�W�ï�1���¢�™�’�Œ�Š�•�1�•�Š�Œ�Ž�1�œ� �Š�™�™�’�—�•�1�™�’�™�Ž�•�’�—�Ž�ï 

�X�ï�1���Š�Œ�Ž�1��� �Š�™�™�’�—�•�1���›�˜�Œ�Ž�œ�œ 

���•�•�‘�˜�ž�•�‘�1�–�Š�—�¢�1�Š�•�Ÿ�Š�—�Œ�Ž�•�1�Š�•�•�˜�›�’�•�‘�–�œ�1�’�–�™�•�Ž�–�Ž�—�•�’�—�•�1�•�Š�Œ�Ž�1�œ� �Š�™�™�’�—�•�1�‘�Š�Ÿ�Ž�1�‹�Ž�Ž�—�1�•�Ž�Ÿ�Ž�•�,
�˜�™�Ž�•�ð�1�–�Ž�—�•�’�˜�—�’�—�•�1�•�‘�Ž�1�˜�›�’�•�’�—�œ�1�˜�•�1���Ž�Ž�™�1���Š�”�Ž�1�’�œ�1�—�Ž�Œ�Ž�œ�œ�Š�›�¢�1�•�˜�1�•�Š�’�—�1�Š�1�‹�Ž�4�Ž�›�1�™�Ž�›�œ�™�Ž�Œ�•�’�Ÿ�Ž�1�˜�—�1�•�‘�Ž�1
�™�›�˜�‹�•�Ž�–�ï�1���—�Ž�1�˜�•�1�•�‘�Ž�1���›�œ�•�1�Š�™�™�›�˜�Š�Œ�‘�Ž�œ�1�•�˜�1�•�Š�Œ�Ž�1�œ� �Š�™�™�’�—�•�1�‹�Š�œ�Ž�•�1�˜�—�1�•�Ž�Ž�™�1�•�Ž�Š�›�—�’�—�•�1�–�Ž�•�‘�˜�•�œ�1�’�œ�1
���Š�Œ�Ž�œ� �Š�™�1�ý�X�þ�ï�1���‘�’�œ�1�œ�˜�•�•� �Š�›�Ž�1���›�œ�•�1�Š�™�™�Ž�Š�›�Ž�•�1�’�—�1�X�V�W�]�1�Š�—�•�1�’�œ�1�œ�•�’�•�•�1�‹�Ž�’�—�•�1�•�Ž�Ÿ�Ž�•�˜�™�Ž�•�ï�1���™�•�Š�•�Ž�œ�1
�Š�›�Ž�1�œ�•�’�•�•�1�‹�Ž�’�—�•�1�Š�•�•�Ž�•�ð�1� �’�•�‘�1�—�Ž� �1�–�˜�•�Ž�•�œ�1�•�‘�Š�•�1�ž�œ�Ž�›�œ�1�Œ�Š�—�1�Œ�‘�˜�˜�œ�Ž�1�Š�—�•�1�•�Ž�œ�•�ï�1���‘�Ž�1�‹�Š�œ�’�Œ�1�Š�™�™�›�˜�Š�Œ�‘�1
�™�›�Ž�œ�Ž�—�•�Ž�•�1 �‹�¢�1�•�‘�Ž�1�•�Ž�Ÿ�Ž�•�˜�™�Ž�›�œ�1�’�œ�1�‹�Š�œ�Ž�•�1�˜�—�1�Š�ž�•�˜�Ž�—�Œ�˜�•�Ž�›�œ�ï�1 ���Š�Œ�Ž�1��� �Š�™�1�’�œ�1�•�‘�Ž�1�œ�˜�•�•� �Š�›�Ž�1� �’�•�‘�1
� �‘�’�Œ�‘�1�•�‘�Ž�1�ž�œ�Ž�›�ð�1� �’�•�‘�˜�ž�•�1�–�ž�Œ�‘�1�™�›�˜�•�›�Š�–�–�Ž�›�1�”�—�˜� �•�Ž�•�•�Ž�ð�1�Œ�Š�—�1�™�Ž�›�•�˜�›�–�1�•�Š�Œ�Ž�1�œ� �Š�™�™�’�—�•�ï�1���Ž�,
�œ�™�’�•�Ž�1 �•�‘�Ž�1 �‹�Š�œ�’�Œ�1 �œ�Ž�4�’�—�•�œ�1 �˜���Ž�›�Ž�•�ð�1 �•�‘�Ž�1 �ž�œ�Ž�›�1 �Œ�Š�—�1�–�Š�”�Ž�1 �–�Š�—�¢�1 �Œ�‘�Š�—�•�Ž�œ�1 �•�˜�1 �•�‘�Ž�1 �–�˜�•�Ž�•�ð�1 �Š�–�˜�—�•�1
�˜�•�‘�Ž�›�1�•�‘�’�—�•�œ�ï 

���—�˜�•�‘�Ž�›�1�Š�•�•�˜�›�’�•�‘�–�1�Š�—�•�1�™�ž�‹�•�’�Œ�•�¢�1�Š�Ÿ�Š�’�•�Š�‹�•�Ž�1�œ�˜�•�•� �Š�›�Ž�1�•�‘�Š�•�1�Š�•�œ�˜�1�‘�Š�œ�1�’�•�œ�1�˜�›�’�•�’�—�œ�1�‹�Š�œ�Ž�•�1�˜�—�1
�Š�ž�•�˜�Ž�—�Œ�˜�•�Ž�›�œ�1�’�œ�1���������1�û�œ�•�Š�•�Ž�,�˜�•�,�•�‘�Ž�,�Š�›�•�ü�1���Ž�Ž�™���Š�Œ�Ž���Š�‹�1�ý�Y�þ�ï�1���‘�Ž�1�•�Ž�Ÿ�Ž�•�˜�™�Ž�›�œ�1�Œ�˜�—�•�’�—�ž�Ž�1�•�˜�1�•�Ž�,
�Ÿ�Ž�•�˜�™�1�•�‘�Ž�1�œ�˜�•�•� �Š�›�Ž�1 �‹�¢�1 �Š�•�•�’�—�•�1 �˜�•�‘�Ž�›�1�œ�Œ�’�Ž�—�•�’���Œ�1�•�Ž�Ÿ�Ž�•�˜�™�–�Ž�—�•�œ�ð�1 �œ�ž�Œ�‘�1 �Š�œ�1�	�����œ�1�û�•�Ž�—�Ž�›�Š�•�’�Ÿ�Ž�1
�Š�•�Ÿ�Ž�›�œ�Š�›�’�Š�•�1�—�Ž�•� �˜�›�”�œ�ü�1�ý�Z�ð�[�þ�ï�1���—�1�Š�•�•�’�•�’�˜�—�1�•�˜�1�•�‘�Ž�1�–�˜�•�Ž�•�1�’�—�1�•�‘�Ž�1�™�ž�‹�•�’�œ�‘�Ž�•�1�™�Š�™�Ž�›�ð�1�•�‘�Ž�1�Š�ž�•�‘�˜�›�œ�1
�–�Ž�—�•�’�˜�—�1�˜�•�‘�Ž�›�1�Ž�—�‘�Š�—�Œ�Ž�–�Ž�—�•�œ�ð�1�’�—�Œ�•�ž�•�’�—�•�1�™�›�Ž�™�›�˜�Œ�Ž�œ�œ�’�—�•�1�Š�—�•�1�™�˜�œ�•�™�›�˜�Œ�Ž�œ�œ�’�—�•�ï�1���‘�Ž�1�œ�˜�•�ž�•�’�˜�—�1
�’�œ�1�›�Ž�•�Š�›�•�Ž�•�1�Š�œ�1�˜�—�Ž�1�˜�•�1�•�‘�Ž�1�‹�Ž�œ�•�1�’�—�1�•�Ž�›�–�œ�1�˜�•�1�•�‘�Ž�1�š�ž�Š�•�’�•�¢�1�˜�•�1�•�‘�Ž�1�•�Ž�—�Ž�›�Š�•�Ž�•�1�Œ�˜�—�•�Ž�—�•�ï�1�
�’�•�‘�1�š�ž�Š�•�’�•�¢�1
�’�œ�1�™�›�˜�Ÿ�’�•�Ž�•�1�‹�Ž�Œ�Š�ž�œ�Ž�1�•�‘�Ž�1�Ž�—�•�’�›�Ž�1�™�’�™�Ž�•�’�—�Ž�1�’�œ�1�Š�•�“�ž�œ�•�Ž�•�1�•�˜�1� �˜�›�”�1�˜�—�1�˜�—�•�¢�1�•� �˜�1�™�Ž�˜�™�•�Ž�ï�1���‘�Ž�›�Ž�1�’�œ�1
�—�˜�1�™�˜�œ�œ�’�‹�’�•�’�•�¢�1�˜�•�1�ž�œ�’�—�•�1�™�Ž�˜�™�•�Ž�1� �‘�˜�1�•�’�•�1�—�˜�•�1�Š�™�™�Ž�Š�›�1�•�ž�›�’�—�•�1�•�›�Š�’�—�’�—�•�ï�1���‘�Ž�1�–�˜�•�Ž�•�1�–�ž�œ�•�1�‹�Ž�1
�•�›�Š�’�—�Ž�•�1�•�›�˜�–�1�œ�Œ�›�Š�•�Œ�‘�1� �‘�Ž�—�Ž�Ÿ�Ž�›�1� �Ž�1� �Š�—�•�1�•�˜�1�™�Ž�›�•�˜�›�–�1�Š�1�•�Š�Œ�Ž�1�œ� �Š�™�1�˜�—�1�Š�1�—�Ž� �1�™�Ž�›�œ�˜�—�ï 

���—�1�Œ�˜�—�•�›�Š�œ�•�ð�1�œ�ž�‹�œ�Ž�š�ž�Ž�—�•�1�’�—�—�˜�Ÿ�Š�•�’�˜�—�œ�1�‘�Š�Ÿ�Ž�1�Š�4�Ž�–�™�•�Ž�•�1�•�˜�1�•�’�œ�Ž�—�•�Š�—�•�•�Ž�1�•�‘�Ž�1�’�•�Ž�—�•�’���Œ�Š�•�’�˜�—�1
�˜�•�1�•�‘�Ž�1�™�Ž�›�œ�˜�—�1�™�˜�›�•�›�Š�¢�Ž�•�1�’�—�1�Š�1�™�‘�˜�•�˜�•�›�Š�™�‘�1�•�›�˜�–�1�Š�—�¢�1�•�›�Š�’�•�œ�1�•�‘�Š�•�1�–�Š�¢�1�‹�Ž�1�™�›�Ž�œ�Ž�—�•�ð�1�œ�ž�Œ�‘�1�Š�œ�1�‘�Š�’�›�ð�1
�œ�™�Ž�Œ�•�Š�Œ�•�Ž�œ�ð�1�˜�›�1�˜�Œ�Œ�•�ž�œ�’�˜�—�œ�ï�1���—�•�¢�1�•�‘�Ž�1�•�Š�Œ�Ž�1�’�œ�1�Š���Ž�Œ�•�Ž�•�1�‹�¢�1�•�‘�’�œ�1�•�›�Š�—�œ�•�˜�›�–�Š�•�’�˜�—�ï�1���—�1�Š�•�•�’�•�’�˜�—�ð�1�Š�—�1
�Ž���˜�›�•�1� �Š�œ�1�–�Š�•�Ž�1�•�˜�1�•�Ž�—�Ž�›�Š�•�’�£�Ž�1�•�‘�Ž�–�1�Š�œ�1�–�ž�Œ�‘�1�Š�œ�1�™�˜�œ�œ�’�‹�•�Ž�1�Š�—�•�1�•�’�–�’�•�1�•�‘�Ž�1�—�ž�–�‹�Ž�›�1�˜�•�1�œ�Š�–�™�•�Ž�œ�1
�˜�•�1�Š�1�™�Ž�›�œ�˜�—�1�ž�œ�Ž�•�1�’�—�1�•�‘�Ž�1�•�Ž�—�Ž�›�Š�•�’�—�•�1�™�›�˜�Œ�Ž�œ�œ�ï�1���—�Ž�1�œ�ž�Œ�‘�1�œ�˜�•�ž�•�’�˜�—�1�’�œ�1���Š�Œ�Ž���‘�’�•�•�Ž�›�ñ�1���˜� �Š�›�•�œ�1�
�’�•�‘�1
���’�•�Ž�•�’�•�¢�1���—�•�1���Œ�Œ�•�ž�œ�’�˜�—�1��� �Š�›�Ž�1���Š�Œ�Ž�1��� �Š�™�™�’�—�•�1�ý�\�þ�ï�1���‘�Ž�1�•�Ž�—�Ž�›�Š�•�’�˜�—�1�Š�•�•�˜�›�’�•�‘�–�1�’�•�œ�Ž�•�•�1�Œ�˜�—�œ�’�œ�•�œ�1
�˜�•�1�•� �˜�1�—�Ž�•� �˜�›�”�œ�ñ�1�•�‘�Ž�1�������,���Ž�•�1�û�Š�•�Š�™�•�’�Ÿ�Ž�1�Ž�–�‹�Ž�•�•�’�—�•�1�’�—�•�Ž�•�›�Š�•�’�˜�—�1�—�Ž�•� �˜�›�”�ü�1�›�Ž�œ�™�˜�—�œ�’�‹�•�Ž�1�•�˜�›�1
�•�Š�Œ�Ž�1 �•�›�Š�—�œ�•�Ž�›�ð�1 � �‘�’�Œ�‘�1 �ž�œ�Ž�œ�1 �Š�—�1 �Ž�—�Œ�˜�•�’�—�•�1 �–�Ž�•�‘�˜�•�1 �•�˜�1 �’�•�Ž�—�•�’�•�¢�1 �’�—�•�˜�›�–�Š�•�’�˜�—�1 �’�—�1 �Š�•�•�’�•�’�˜�—�1 �•�˜�1
�	�����œ�ð�1 �Š�—�•�1 �•�‘�Ž�1 �
�������,���Ž�•�1 �û�‘�Ž�ž�›�’�œ�•�’�Œ�,�Ž�›�›�˜�›�,�Š�Œ�”�—�˜� �•�Ž�•�•�’�—�•�1 �—�Ž�•� �˜�›�”�ü�1 �—�Ž�•� �˜�›�”�ð�1 � �‘�’�Œ�‘�1 �’�œ�1
�Š�•�•�Ž�•�1�•�˜�1�’�–�™�›�˜�Ÿ�Ž�1�•�‘�Ž�1�›�Ž�œ�ž�•�•�œ�1�˜�‹�•�Š�’�—�Ž�•�ð�1�’�—�Œ�•�ž�•�’�—�•�1�˜�Œ�Œ�•�ž�œ�’�˜�—�ï 

Figure 1. Typical face swapping pipeline.

The presented division is general. Although some developers combine or divide
the presented functionalities differently, our formulation is universally applicable and
straightforward, so we will stick to it throughout this study.

2. Face Swapping Process
Although many advanced algorithms implementing face swapping have been de-

veloped, mentioning the origins of Deep Fake is necessary to gain a better perspective
on the problem. One of the �rst approaches to face swapping based on deep learning
methods is Faceswap [2]. This software �rst appeared in 2017 and is still being developed.
Updates are still being added, with new models that users can choose and test. The basic
approach presented by the developers is based on autoencoders. Face Swap is the software
with which the user, without much programmer knowledge, can perform face swapping.
Despite the basic settings offered, the user can make many changes to the model, among
other things.

Another algorithm and publicly available software that also has its origins based
on autoencoders is SOTA (state-of-the-art) DeepFaceLab [3]. The developers continue to
develop the software by adding other scienti�c developments, such as GANs (generative
adversarial networks) [ 4,5]. In addition to the model in the published paper, the authors
mention other enhancements, including preprocessing and postprocessing. The solution is
regarded as one of the best in terms of the quality of the generated content. High quality is
provided because the entire pipeline is adjusted to work on only two people. There is no
possibility of using people who did not appear during training. The model must be trained
from scratch whenever we want to perform a face swap on a new person.

In contrast, subsequent innovations have attempted to disentangle the identi�cation
of the person portrayed in a photograph from any traits that may be present, such as hair,
spectacles, or occlusions. Only the face is affected by this transformation. In addition, an
effort was made to generalize them as much as possible and limit the number of samples of
a person used in the generating process. One such solution is FaceShifter: Towards High
Fidelity And Occlusion Aware Face Swapping [ 6]. The generation algorithm itself consists
of two networks: the AEI-Net (adaptive embedding integration network) responsible for
face transfer, which uses an encoding method to identity information in addition to GANs,
and the HEAR-Net (heuristic-error-acknowledging network) network, which is added to
improve the results obtained, including occlusion.

Similar to the above method, using the encoding of identity information is involved in
SimSwap: An Ef�cient Framework For High Fidelity Face Swapping [ 7]. Compared to the
above, it uses one model rather than two to perform the face swapping task.

A method that achieves outstanding results regarding the quality of the transfor-
mations obtained is Hi�Face: 3D Shape and Semantic Prior Guided High Fidelity Face
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Swapping [ 8]. In this task, developers employ a 3D-shape-aware identity to regulate the
face form under the geometric supervision of 3DMMs (3D morphable models) and the 3D
face reconstruction approach. The method achieves good results in identity transfer with
the added aspect of high-quality results.

Another method that achieves excellent results is GHOST-A [ 9]. Its implementation
uses the FaceShifter mentioned above as a base. However, it incorporates discoveries such
as the eye loss function, the super-resolution block, and the creation of a Gaussian-based
face mask, thereby enhancing the quality of the underlying method.

The last analyzable model is a diffusion-based architecture�DiffFace [ 10]. Thanks to
technological advances and increased availability of computing power, diffusion models
have also found their way into face substitution. Despite the many shortcomings connected
with their current speed of operation, these models may be a breakthrough in terms of the
realism of the generated samples, primarily through training process stability [11].

2.1. Preprocessing
One of the main aspects in both target use and training is the appropriate data pro-

cessing, for example, to �nd a human face in an image. Not all algorithm developers refer
to this issue and use publicly available training sets. In the subsection, we describe the
solutions used by the developers in this regard.

Faceswap software, which is a one-to-one method, is limited in its operation to working
on two people�target and source developers do not describe the datasets used but present
the algorithm of procedure required to use the program. First, acquiring a considerable
quantity of data, such as photographs or �lms depicting the source target, is essential. This
data is fed to three processes: detection, alignment, and mask generation, which is often
similar to the algorithms discussed further.

Face detection is the process of locating a face inside a frame. The detector examines
the image and identi�es face-like regions.

Alignment involves �nding �landmarks� (intermediate representations in Figure 1)
within the face to thus orient the face. This process takes the detector result and determines
where the face’s key features (eyes, mouth, nose, etc.) are located.

Mask generation removes the background and obstacles from the image area and
leaves the face.

The results obtained in preprocessing serve both in the training phase and in actual use.
Faceswap, as a software, allows the user to select the algorithms he wants to use in

individual processes. In the detection phase, several detection models can be selected: the
CV2 DNN Detector (based on the OpenCV2 library, it is a detector using the pre-trained
single-shot detection model�ResNet [ 12]), MTCNNs [ 13] (multi-task cascaded convolu-
tional networks), and the S3FD [14] (Single-Shot Scale-invariant Face Detector�the best
detector among those proposed. It can detect more faces and fewer false positives than
the others but is much more resource intensive). The S3FD face detector is an advanced
algorithmic system that detects human faces within images or video content. It has been
developed to address the challenges typically associated with anchor-based detection meth-
ods, particularly regarding their reduced ef�ciency when identifying smaller objects or
faces. The system is built upon a scale-equitable framework, which employs a comprehen-
sive range of anchor-associated layers and a series of carefully considered anchor scales.
This method allows the system to handle faces of various scales effectively, from large to
very small. One key characteristic of the S3FD detector is its implementation of a scale
compensation anchor-matching strategy. This strategy is speci�cally designed to enhance
the recall rate of small faces, thereby improving the system’s ability to identify smaller
faces within the content accurately. Furthermore, the S3FD detector employs a max-out
background label. This feature aims to decrease the false positive rate associated with small
face detection, which essentially means it helps to prevent the system from incorrectly
identifying non-face objects or regions as faces.
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In the alignment process, the user can choose two algorithms: the CV2 DNN Aligner [ 15]
(low resource intensive, but also low accuracy) and the FAN [ 16] (slower, but more accurate).
The authors of FAN have devised a face alignment algorithm that addresses both 2D and 3D
datasets. They combined advanced architecture for landmark localization with a modern
residual block, trained it on an expanded 2D facial landmark dataset, and evaluated it
across multiple 2D datasets. To address 3D face alignment scarcity, a 2D-guided CNN
was introduced to convert 2D annotations into 3D, thus creating the largest and most
challenging 3D facial landmark dataset to date. The performance of these networks is
remarkable, which suggests that they may be nearing peak accuracy on the used datasets.

As part of the mask development, the developers implemented BiSeNet [ 17] (a rela-
tively lightweight mask based on neural networks, which provides more precise control
over the masked area, including masking the entire head), VGG Clear [ 18] (a mask designed
to provide intelligent segmentation of mostly frontally aligned faces without occlusion),
VGG Obstructed [18] (a mask designed to provide intelligent segmentation of mostly
frontally aligned faces. The masked model has been specially trained to recognize some
facial obstructions), Unet-DFL�TernausNet [ 19] (implemented by the developers of the
DeepFaceLab software described later and trained accordingly. The mask is designed to
provide intelligent segmentation of mainly frontal parts of the face).

In addition to the treatments mentioned above, Faceswap allows a choice of normaliz-
ing methods to better �nd faces in different lighting conditions. To reduce �micro-jitters,� a
Re Feed function has been added, which repeats the detection�alignment process several
times and then averages the results.

The generated data must then be sorted accordingly to catch erroneous samples. The
developers have implemented several sorting algorithms; however, they suggest using one
involving the VGG face descriptor [ 20]. It uses a pairwise clustering algorithm to check the
distance between the 512 features on each face in the set and order them accordingly.

DeepFaceLab, which is, likewise, a one-to-one approach and, hence, has no publicly
available dataset regarding the number of user-con�gurable default settings, is more
modest than its predecessor. Nevertheless, it achieves better results and is more automated.
Developers have focused on providing the best preprocessing algorithms to the users.
Instead of customizable settings, they have introduced several modes that determine which
parts of the face to manipulate and extract: full face (default mode, whole face), half face
(better resolution, but includes a smaller cheek area), mid-face (30% wider than half face),
whole face (whole face area plus forehead), and head (whole head).

As part of face detection, they suggest the S3FD detector also be used in Faceswap [14].
The second step to keep the performance stable over time is face alignment. For this

purpose, the developers suggest two algorithms: 2DFAN (2D Face Alignment Network [ 16],
also used in Faceswap and applied to faces with a standard pose) and PRNet [21] (used in
exceptional cases where one side of the face is out of view).

In addition, the developers added an optional feature with a con�gurable time step
to ensure the stability of the detected points. They use Umeyama’s [ 22] traditional point
pattern mapping and transformation approach to produce the similarity transformation
matrix needed for face alignment. After applying the above steps, to remove potential
errors, they use one of the many proposed sorting algorithms and eliminate samples that
do not represent the face of the person for whom the model will be trained.

In a further step, TernausNet [ 19] was used for segmentation and masking. TernausNet
can effectively remove irregular occlusions. However, in some shots, the model may
not cope with generating precise masks. Therefore, the developers developed a face
segmentation tool, XSeg, which can be customized with few-shot learning. The user
can create a mask label and train a customized segmentation model, thus creating a self-
de�ned mask.

FaceShifter utilizes CelebA-HQ [23], FFHQ [24], and VGGFace [20] to train the AEI
network. In contrast, the HEAR network is trained using only the facial regions with the
highest percentage of heuristic errors in these datasets, together with synthetic occlusions.
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The occlusion pictures are sampled at random from the EgoHands [ 25], GTEA Hand2K [ 26],
and ShapeNet [27] object rendering sets. Each facial image is �rst aligned using �ve
extracted landmarks and cropped using the approach [ 28]. The cropped image contains the
whole face and portions of the surroundings.

SimSwap was trained on the VGGFace2 dataset [29], and images smaller than 250 � 250
were removed to improve quality. They were then aligned and de-essentially cropped.
The SimSwap developers generated their own VGGFace2HQ dataset [30] for quality en-
hancement, which was obtained by applying two tools on the dataset mentioned above:
GFPGAN [31]�for image restoration�and InsightFace [32]�for data preprocessing.

Hi�Face was trained on VGGFace2 [ 29] and Asian-Celeb [33]. The developers created
two models for 256 � 256 resolution and 512 � 512 resolution. For the former, they
used the same method as FaceShifter [28], and for the latter, they implemented a portrait
enhancement network [34] to increase the resolution of the training set to 512 � 512.

The developers of GHOST-A used CelebA-HQ [ 23] and VGGFace2 [20] datasets in
their work and used the InsightFace library [32] to crop and align faces properly.

DiffFace developers used the FFHQ [24] dataset to train the diffusion model, while
they used the FaceForenics++ dataset [35] to test the algorithm’s performance.

2.2. Identity Extraction
One of the pipeline components responsible for face replacement is the identity ex-

tractor. Its task is to represent a person’s face in the appropriate hidden space to eliminate
unnecessary attributes that are not universal for photos of the same person taken at different
moments and situations.

FaceSwap and DeepFaceLab are one-to-one algorithms, so the identity extractor train-
ing should also occur during the training of the whole pipeline. FaceSwap is based on the
idea of using autoencoders. To utilize autoencoders to swap faces, the authors train two
auto-encoders: one for the person whose face is to be moved (the source) and one for the
person whose face will be replaced (the target). The identity features are assigned to the
model in such a solution because of the bottleneck used. Autoencoders ultimately try to
reconstruct the identity suitable for the model based on only non-universal attributes.

The developers of DeepFaceLab use a standard encoder in their solution, and the
transfer of identity features is done through a decoder that is individual to the person.

FaceShifter and the following algorithms are already many-to-many algorithms�
they are intended to work for multiple instances of individuals, including not necessarily
found in the training set. A component called �Identity Encoder� was used to extract
identity features. It is responsible for encoding the identity embedding, which will contain
the information necessary for the generator to reconstruct the identity. For the encoder,
the developers of FaceShifter, SimSwap, and Ghost-A used a pretreated model for face
recognition [36]. The model was trained on a vast quantity of 2D faces.

Within HiFiFace, the developers used a 3D-shape-aware identity extractor to extract
information about the target’s identity. In this task, unlike previous solutions, a pre-trained
3D face reconstruction model [37] is added in addition to a pre-trained network for face
recognition (Curricularface [ 38]) to generate an identi�cation vector carrying identity
information. It is used on both the image-containing attributes and the identity. Based
on the generated information, expression and pose information is extracted from the �rst
model, while identity information is extracted from the second.

In DiffFace, the developers tested two models for extracting identity features intro-
duced as a condition during face synthesis: ArcFace [36] and CosFace [39]. The introduction
of these features into training is described in the generation subsection.

ArcFace, CosFace, and CurricularFace are state-of-the-art methods for face recognition
that signi�cantly enhance feature discriminability by adopting margins in the softmax loss
function to maximize class separability.

ArcFace introduces an additive angular margin loss, which has a clear geometric
interpretation and signi�cantly enhances the discriminative power. It is susceptible to
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massive label noise. Hence, a variant called sub-center ArcFace has been proposed. In
sub-center ArcFace, each class contains multiple sub-centers, and training samples only
need to be close to any of these. This technique boosts performance by automatically
purifying raw web faces under real-world noise. The pre-trained ArcFace model can also
generate identity-preserved face images using network gradient and batch normalization
priors.

CosFace addresses the lack of discriminative power in the traditional softmax loss by
proposing a large margin cosine loss (LMCL). It reformulates the softmax loss as a cosine
loss using L2 normalizing features and weight vectors to remove radial variations. A cosine
margin term is introduced to maximize the decision margin in the angular space. As a
result, minimum intra-class variance (differences within the same identity) and maximum
inter-class variance (differences between separate identities) are achieved.

CurricularFace introduces adaptive curriculum learning loss, which incorporates
curriculum learning into the loss function to develop a novel training strategy for deep
face recognition. It starts with easy samples in the early training stage and progresses to
harder ones in the later stages. The method adapts the relative importance of easy and hard
samples during different training stages, thereby assigning different importance values to
different samples based on their dif�culty level.

In essence, these methods strive to maximize inter-class variance and minimize intra-
class variance, thus ensuring more effective facial feature discrimination. The primary
difference lies in the techniques employed to introduce the margin into the loss function
and to manage the learning process.

2.3. Attributes Extractor
The second component of face swap is the extraction of attributes that are not the same

for different photos of the same person, i.e., pose, facial expression, and lighting.
With both FaceSwap and DeepFaceLab, attributes are extracted using encoders and

encoded in the corresponding hidden space. By manipulating this space’s size, it is possible
to increase the resemblance to the original at the expense of universal features and identity.
The developers of DeepFaceLab also developed an extension of the model with additional
intermediate representations that were combined and transferred to the corresponding
decoder to gain a better representation of lighting and color.

FaceShifter and GHOST-A utilized a multi-level attributes encoder that was respon-
sible for encoding attributes that embedded information such as pose, light, background,
or expression. In order to preserve as many attributes as possible outside the increased
dimensions of the space, the developers proposed to represent these attributes on different
dimensional feature maps. The network architecture used for this purpose is U-Net [ 40].
Attribute extraction is implemented in self-supervised training through specially selected
cost functions based on spaces from different levels of the extractor model.

In the SimSwap framework, the behavior of attributes is imposed in the generator
through an appropriate cost function using the discriminator. This process will be described
in the following subsection.

In HiFiFace, the extraction of attribute information from a photo ultimately uses a
modi�ed encoder containing residual blocks in its structure [41].

The developers of DiffFace used three solutions for extracting/transferring attributes
to the model. Two of them are in a solution called Facial Guidance, which is responsible for
guiding the process of face generation in training and direct synthesis in the trained model.
In this process, authors use a face parser [14] and a gaze estimator [39]. The face parser
guides the face generation process so that the generated face structure matches the person
to whom the source face will be applied. Using these guidelines guarantees consistency
in placing facial features such as eyes, eyebrows, lips, etc. A gaze estimator guides the
generation process regarding the position of the eyeballs. This component is often a critical
and problematic issue in face swap models, so an additional model in this area overcomes
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this problem. The third solution is to reuse the face parser, but in the �nal generation stage,
to reconstruct elements such as the background and hair.

2.4. Generator
A vital component of the face submodels is the generator, which is an encoder that

combines and processes the representations obtained in the previous steps.
In the case of FaceSwap, as well as DeepFaceLab, the process of generation, as well

as extraction, as could be seen in the previous chapters, is closely intertwined. There are
no clear boundaries as to where a particular split takes place. However, it results from the
methodology adopted and the �nal swap of the decoders.

No additional enhancements were made to Faceswap, so the cost function proves
that the result is based only on image reconstruction. The developers implemented such
cost functions as L1 (mean absolute error), L2 (mean squared error), Logcosh, generalized
loss [42], L-inf norm, DSSIM (difference of structural similarity), GMSDLoss (gradient
magnitude similarity deviation loss) [43], and GradientLoss [44].

GAN models have been added to DeepFaceLab to produce more realistic results;
nevertheless, their use is only suggested towards the end of training. By default, DFL
utilizes a mixed loss of the DSSIM and L2. This combination is motivated by the desire
to obtain both advantages: DSSIM generalizes human faces more quickly, while MSE
delivers greater precision. This combination of losses aims to strike a balance between
generalization and expressiveness. In addition, the cost function described previously is
applied when utilizing a GAN for the generator and discriminator networks.

FaceShifter consists of two networks. The �rst is the Adaptive Embedding Integration
Network (AEINet). It aims to transfer a person’s identity from one image to another while
preserving the other person’s attributes. In accomplishing this task, AEINet uses the two
components described in the previous sections, and a third component, the Adaptive At-
tentional Denormalization Generator, is responsible for integrating the above embeddings.
In order to avoid generating fuzzy results resulting from simple concatenation, the devel-
opers proposed a layer called the AAD (Adaptive Attentional Denormalization). Their
work was inspired by the SPADE [ 45] and AdaIN [ 46] mechanisms. SPADE introduces a
new layer, called spatially adaptive normalization, for synthesizing photorealistic images
from a semantic layout. In traditional models, the semantic layout is directly fed into
the deep network and processed through convolution, normalization, and nonlinearity
layers. However, this often results in the �washing away� of semantic information. SPADE
resolves this by using the input layout to modulate the activations in normalization layers
through a spatially adaptive, learned transformation. This results in images that better
retain the semantic input and allows for user control over the generated image’s semantic
and style aspects. AdaIN provides a way to achieve style transfer in real-time by using
a novel layer that aligns the mean and variance of the content features with those of the
style features. Traditional style transfer methods often require a slow iterative optimization
process and are usually tied to a �xed set of styles. AdaIN overcomes these limitations
by allowing arbitrary style transfer without being restricted to a prede�ned set of styles.
Moreover, it offers �exible user controls such as content-style trade-offs, style interpolation,
and color and spatial controls, all with a single feed-forward neural network. One of the
core concepts of the AAD layer is to dynamically change the effective regions of identity
embedding and attribute embedding so that they can synthesize distinct facial features.
This modi�cation is made by using denormalization to integrate characteristics at several
levels. For instance, identity embedding should concentrate on synthesizing the visual
features that are most crucial for distinguishing identi�cation, including the eyes, lips, and
facial shape. The AAD layer employs a sigmoid-mask-based attention mechanism as a
result.

The cost function for this network includes four functions. The �rst is adversarial
loss resulting from using an additional discriminator that resolves the realness of the
synthesized sample. For this purpose, a multi-scale discriminator was used [ 45]. Another
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is calculating the cosine similarity of two vectors obtained from an identity encoder for
an image containing the swapped identity and an input image with the given identity. In
the same way, by only using L2, the output- and input-containing attribute information
for different space dimensions from the attribute extractor are compared. The �nal cost
added if the same samples are given to the input during training is the reconstruction
cost function�the L2 distance between the output and the input; otherwise, this cost is
not included.

In the case of FaceShifter, a second model�HEARNet (Heuristic Error Acknowledging
Re�nement Network)�was also introduced, which could be presented as postprocessing.
It was implemented because the results did not handle occlusions adequately and instead
frequently obscured them. Its architecture is U-net, and the output picture from AEINet is
fed to the input. If only two images containing attributes are fed to the input, the difference
between the input image whose attributes will be kept and the output image from AEINet
is fed to the input.

Ys,t = HEARNet (AEINet (Xs, Xt ), ( Xt � AEINet ( Xt , Xt ))) , (1)

where Ys,t denotes the output image with swapped identity, Xs denotes the input image
containing identity information, and Xt denotes the input image containing attribute
information. The result is a synthesized face that works better with occlusions. Three
cost functions were used in the implementation of this part. As in the previous one, a
cost function responsible for preserving identity�cosine similarity�was used. There is a
change cost function, calculating the L1 between input and output, aimed at controlling
against too much change, as well as the reconstruction function also used previously, which
works on the same principle�L2�when Xt = Xs; otherwise, it is 0. In addition, randomly
generated objects extracted from the datasets described in the preprocessing subsection are
superimposed on the images to train the network, typically for occlusions.

The developers of another algorithm�SimSwap�use an encoder, decoder, and dis-
criminator as part of the generator. The encoder input is given an image on which the face
will be superimposed. The identity features obtained with the aforementioned pre-trained
ArcFace network are fed into the attribute vector between the encoder and decoder. A
modi�ed version of residual blocks [ 41] and AdaIN [ 46] was used for this purpose. A multi-
scale discriminator [ 47] based on patchGAN [ 48] was used as an adversarial. PatchGAN is
a discriminator architecture for speci�c generative adversarial networks (GAN) types. It
calculates whether each N � N patch in an image is real or fake. Instead of assessing the
entire image at once, the PatchGAN discriminator runs convolutionally across the image,
thereby penalizing the structural inconsistencies at the scale of patches. The responses from
all patches are then averaged to provide the �nal output of the discriminator. In addition
to distinguishing whether a sample is true or false, the discriminator mentioned above
also has another task. In order to better preserve the attributes of a modi�ed person’s
photo, weak feature matching loss based on feature matching originated in pix2pixHD [ 47]
was introduced�this involves a photo containing attributes, and a reconstructed photo
is provided to the discriminator’s input. Then, using only the last few layers from the
discriminator structure, the L1 between the two cases is measured. By increasing the layers
used, it is possible to increase the emphasis on attribute preservation, and, conversely, by
decreasing the layers used, this increases the emphasis on identity preservation.

In addition to the adversarial cost and weak feature matching loss mentioned above,
there are three more cost functions. Identity loss counts the cosine similarity between
the vector obtained from the identity encoder for the reconstructed image and the input
containing the identity information. Another is reconstruction loss occurring when the
input photos belong to the same person, thereby counting between the reconstructed
photo and the one containing the attributes. The last is the gradient penalty cost [ 49],
which is designed to prevent gradient explosion in discriminators. The gradient penalty
(GP) is a regularization technique introduced in the Wasserstein GAN with Gradient
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Penalty (WGAN-GP) to enforce the Lipschitz constraint, which is crucial for the optimal
performance of the Wasserstein GANs.

HiFiFace combines the information obtained above using residual blocks with adaptive
instance normalization [ 24,46]. The Semantic Facial Fusion Model has also introduced an
additional component to obtain a higher resolution of the synthesized image and increase its
realism. In this module, a face mask is predicted from the decoder output using HRNet [ 50].
This mask is then fused with the information obtained from the encoder and decoder
using residual blocks. Further fusion is thus obtained, and the previously obtained mask
generates a lower-resolution image. In addition, the fusion, as mentioned earlier, is also
generated using upsampling�this creates a mask and an image with a higher resolution.
Different resolutions are intended to affect the attentiveness of the encoder and decoder,
which helps separate attributes from identities.

The cost functions used in the algorithm fall into two main subsets: 3D-shape-aware
identity loss and realism loss.

The 3D-shape-aware identity loss cost function consists of:
- The cost L1 obtained from 3D facial landmarks of the face concatenated in a 3D-

shape-aware identity extractor and output for both the lower resolution and higher
resolution face.

- The cosine similarity obtained from an identity vector extractor [ 38] for the source
face and the output face of both resolutions.
Realism loss consists of the following:

- A segmentation cost, which is the L1 distance of the obtained masks using HRNet for
the input image containing the attributes and the output of both resolutions.

- The L1 reconstruction cost, which occurs when the people shown in the input images
represent the same person. It is calculated between the input image containing the
attributes and the outputs of both resolutions.

- Cycle loss�obtained by reusing the model on the output image once it is obtained,
only with a change of the person containing the identity information. In the second
iteration, the output image must match the image given in the �rst iteration as the one
containing the attribute information.

- Learned perceptual image patch similarity [ 51] is used to increase realism and capture
detail. LPIPS works by learning a perceptual similarity measure from human judg-
ments of image similarity. It operates by comparing patches of images rather than
entire images, thereby capturing local information that can be important for percep-
tual similarity. The image patches are processed by a deep neural network, which is
speci�cally a variant of the VGG network that is widely used in image recognition
tasks. The network is trained to predict the similarity judgments made by humans.

- Adversarial loss [ 52]�derived from GANs used to increase realism and capture detail.
The total cost is the sum of the above cost functions.
As mentioned earlier, SberSwap’s AEI-Net base architecture draws from the FaceShifter [6].

Unlike FaceShifter, the developers used only one architecture. In addition, they tested
the optimal number of AAD (Adaptive Attentional Denormalization�mentioned when
describing FaceShifter) blocks and ended up using two.

The exact solutions known from FaceShifter were used within the cost function with
some modi�cations. Within the cost function responsible for the reconstruction, suggesting
the solution contained in SimSwap [ 7], the developers, in order to activate this cost function,
did not require the input images to be the same, and it was suf�cient that the person
represented in the images be the same. In addition, they introduced an additional cost
function based on comparing the L2 features of the eye areas between the image containing
the attributes and the output image using a pre-trained detector [53].

DiffFace is a diffusion model involving iterative image reconstruction based on noise.
The manipulation of this noise and conditional components during the synthesis process
leads to the generation of realistic samples belonging to the data group on which the model
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was trained but with different parameters. The authors directed the generation process
using ID Conditional DDPM (diffusion model), Facial Guidance, and Target-Preserving
Blending.

In terms of the diffusion model, by de�nition, U-Net [ 40] was used; in this case, it was
based on Wide ResNet [54]. Naturally, only noise is approximated in diffusion models,
and training is conducted based on it. However, in this case, a vector obtained from the
identity extractor based on the source face was introduced to add a condition such as
identity to the model. In order to retain the source’s identity, in each training step, a sample
of x0 is approximated, then fed to the identity feature extractor, and the resulting vector is
compared with the feature vector of the face fed under the condition, which adds another
component to the cost function, which is cosine similarity.

In a further step, to guide the model to preserve the features of the person on whom
the face is projected, Facial Guidance was introduced. In this regard, based on the x0
approximation of the diffusion model, gradients for each component are calculated in each
step: Identity Guidance, Semantic Guidance, and Gaze Guidance. The cosine distance of
the Identity Guidance vector also prevents the loss of identity features during conditional
sampling, thereby balancing the other two components that preserve the attributes of the
face being manipulated.

The last component of the system is Target-Preserving Blending, which deals with
background preservation during the face synthesis process. The developers, within the
mask obtained from the face parser, increased its intensity gradually from 0 to 1 from the
beginning of the synthesis to a speci�c step of the diffusion process T. Manipulating the
starting point when the mask takes the value one allows for adaptive control and balancing
of the behavior of identity features against attributes such as pose, expression, or face
shape. Blending is an element-wise product of the synthesized result with an obtained
target hard mask.

2.5. Postprocessing
Most authors do not refer to postprocessing as part of the algorithm’s operation. How-

ever, it will not be wrong to mention the possibilities of its use to increase the sophistication
of the created deep fake.

In the case of Faceswap, the creators have provided special tools for previewing the
results obtained and possible adjustments to the swapped faces. These include changing
the color intensity (balancing in selected palettes, including RGB or HSV), brightness, or
contrast. In addition, methods for manipulating the blending of two masks have been
added. This includes the box mask, which is a square �eld containing the face to be
swapped, and the face mask, which is a mask that de�nes the edges of the face. The box
blend is used to blend the edges of the resulting frame into the original frame. The mask
blend is used to blend the edges of the mask into the original frame. The authors provided
a normalization �lter and a Gaussian �lter. The Gaussian �lter, although slower, often
obtains the best results. The last setting to adjust is �scaling,� or, more precisely, sharpening.
Sometimes, it is needed to scale the image to �t into the �nal frame. Tools also provide
options for arti�cially sharpening the image. Whether sharpening produces good results is
a matter of personal preference, and the settings must be changed individually by case.

To Highlight the Most Important Algorithms Used in the methods�They Are Sum-
marized Collectively in Table 1.

Table 1. Algorithm used in the described face swap and deep fake works.

Method Type of Method Source Identity
Extraction

Target Attributes
Extraction Generation Extras

[2] One-to-one Different Decoder Same Encoder AutoEncoder
11 different models

S3FD [14], 2DFAN [16],
BiSeNet [17]
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Table 1. Cont.

Method Type of Method Source Identity
Extraction

Target Attributes
Extraction Generation Extras

[3] One-to-one
Different Decoder

intermediate
representation

Same Encoder
intermediate

representation

AutoEncoder
2 different models

intermediate
representation

Optional GAN [4]

S3FD [14], 2DFAN [16],
TernausNet [19], Poisson
blend [55], segmenatation

tool (XSeg)

[6] Many-to-many Arcface [36] U-Net [40]
Multi-level loss

Adaptive Attentional
Denormalization

inspired by AdaIN
[46]

Multi-scale
discriminator [45]

The second stage against
occlusions

JCFDaA [28]
Reconstruction loss for the

same photo

[7] Many-to-many Arcface [36]

Built into
Generator;

Weak Feature
Matching Loss

from Discriminator

AdaIN [46]
patchGAN [48]

Gradient Penalty [49]
Reconstruction loss for the

same identity

[8] Many-to-many CurricularFace [38]
3D Face

Reconstruction
model [37]

AdaIN [46]
StarGAN v2 [52]

High
Resolution�HRNet [50]

LPIPS [51]

[9] Many-to-many Arcface [36] U-Net [6,40] Modi�ed FaceShifter
stage 1 architecture [6]

Blending
Eye loss function based on

[53]
Reconstruction loss for the

same identity [7]

The proposed face-swapping scheme in DeepFaceLab involves several steps in the
postprocessing phase. The �rst step is to use Umeyama’s reversibility [ 22] to transform the
generated face with its mask from the swapped target decoder to the original position of
the target image in the source. The next step involves blending the reconstructed face with
the target image to achieve a smooth match along the outer contour. To ensure complexion
consistency, DeepFaceLab offers �ve co-location transfer algorithms that approximate the
color of the reconstructed face to the target face. These algorithms are RCT (Reinhard Color
Transfer) [56], LCT (Linear Color Transfer), MKL (Monge�Kantorovitch Linear) [ 57], IDT
(Iterative Distribution Transfer) [58], and SOT (Sliced Optimal Transfer) [59].

Poisson blending [55] seamlessly blends different skin tones, face shapes, and lighting
conditions, particularly at the interface where the reconstructed face meets the designated
area and the target face. This technique has helped ensure that the blended regions were
visually appealing and realistic.

FaceShifter and SimSwap do not use any form of postprocessing as part of their work.
In HiFiFace and DiffFace, blending is part of the network operation.
Unlike the above, GHOST-A also includes the removal of additional artifacts appear-

ing in the periphery of images generated with the models. This correction is, therefore,
signi�cant because the entire image will be submitted for manipulation in practical use.
Direct pasting of the output will result in making the mentioned artifacts visible. A seg-
mentation mask was utilized to identify the pixels that belonged to the face and those that
do not. This approach helped to isolate the facial region and ensure that the face-swapping
process did not affect other parts of the image. In addition, a Gaussian blur was applied to
the edges of the generated faces, and manipulation of the mask size was introduced in cases
where the shapes of the generated and input faces differed signi�cantly from each other.
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2.6. Evaluation Methods
There are two evaluation methods commonly used in face swapping: objective and

subjective. Objective evaluation involves quantifying the difference or correlation between
the output and the target using some form of metric. The metrics used in these works are
typically based on loss functions such as SSIM (structural similarity) [ 3], Euclidean distance
for shape, pose, and expression [3,6� 10], or ID retrieval [ 6� 10]. As a subjective evaluation,
the developers do not implement additional tests. However, as a review, samples of the
performance of the described many-to-many algorithms are shown in Figure 2, based on
the comparison provided by the DiffFace authors [10] and our experiments.
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Figure 2. Qualitative comparison of results of face swap models.

Based on the subjective evaluation of the results, it can be concluded that DiffFace
achieved the best outcomes regarding the quality of the generated images�this is a feature
of diffusion models. However, it should be noted that, currently, these are signi�cantly
slower than other models.

When comparing the rest of the models, which are trained based on GANs, it can be
observed that SimSwap provided the best results in preserving attributes. Unfortunately,
this comes at the expense of accurately representing identity.

Ghost-A achieved high-quality results due to the application of additional postpro-
cessing actions. In terms of transferring identity, HiFiFace yielded the best results.

In conclusion, each model has its strengths and weaknesses. DiffFace offers supe-
rior image quality but at the cost of speed. SimSwap excellently retains attributes but
struggles with identity preservation. Ghost-A shows high-quality results with additional
postprocessing, and HiFiFace stands out for its ability to transfer identity accurately. Fu-
ture developments in face swap models could aim to combine these strengths to improve
overall performance.

3. Challenges
Although neural networks adapt very well to new datasets, the provided algorithms

solve or produce additional dif�culties.
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Insuf�cient training data could be a potential issue. In the case of face synthesis,
typically, signi�cantly more training data is required for deep neural network algorithms.
Developers of algorithms are searching for ways to separate universal features for the
person from universal attributes for photo/video to exchange some of these characteristics.
This strategy provides access to databases that do not require advanced labeling. Most
developers utilize distinct training databases, which is not optimal for a performance
comparison. One-to-one and autoencoder methods require one-of-a-kind, individual input,
although training is faster than in other applications. As for training, many-to-many GANs
train quicker than diffusion models, although they are not always superior in performance
quality. The authors also recognize the signi�cance of training data when employing
pre-trained external models for identity extraction or face parsing. Instead of training it
on the same dataset as the converter, developers utilize an adequately generalized model.
Federated learning can help address the challenge of insuf�cient training data by allowing
multiple users to collaborate and train models locally without the need to share their
sensitive data, thereby enhancing performance and avoiding data privacy concerns [60].

The intricacy of human faces and their occurrence of unique traits present a second
dif�culty. Algorithms based on a prepared model for extracting distinguishing features
can miss them, producing aberrant deep fakes. One of the most challenging tasks for
deep fake generation algorithms is to generate suf�ciently realistic visuals to trick viewers.
This generation demands sophisticated machine learning techniques and a comprehensive
comprehension of human facial expressions, body motions, and behavior. The algorithm
must learn how to accurately map a person’s facial motions onto another person’s face
while preserving the same facial expressions, lip movements, and other minor features that
make an image or video appear genuine. Realizing this level of realism is complex and
demands a signi�cant investment of time, data, and processing resources.

The described methods lack built-in features that increase performance with access to
more data during operation. It relies solely on one image sample. Developing these types
of algorithms can enhance the quality of the generated samples.

Another dif�culty for deep fake creation algorithms is ensuring that the generated
photos do not contain artifacts or �aws that could disclose their false character. This issue
is crucial when generating images with a high degree of manipulation, as even slight errors
can ruin the illusion and make the image or video appear false. In addition, the system
must account for various lighting conditions, camera angles, facial expressions, occlusions,
and other dif�cult circumstances.

Faceswap algorithm development is complicated by the nature of deep fake detection
technology, which constantly evolves. As new techniques and tools are produced, it
becomes increasingly challenging to create a deep fake using traditional methods; therefore,
new strategies must be developed to keep up with the most recent advancements.

4. Conclusions
Face swapping is a promising, rapidly expanding research �eld that has the potential

to improve application performance by more accurately re�ecting human identity and
features. While there are still obstacles to solve, the given models have demonstrated
considerable potential for achieving high swapping ef�ciency and naturalness levels. These
techniques have potential uses in various industries, including medicine, the entertain-
ment business [61], education [62], and the military sector. By adopting strategies from
complex systems such as rolling bearing fault diagnosis, the conditional weighting transfer
Wasserstein autoencoder offers an innovative method for transferring knowledge between
multiple source domains, thereby promising advancements in the development of face
swap deep fakes [63]. There is, however, another side to the coin. These algorithms may be
employed unethically [ 64,65]. However, we believe that making this information public
is preferable, as it will help you to know your opponent. Integrating this technology into
various disciplines can yield substantial bene�ts, such as creating new virtual characters
in video games and animated �lms. Face swapping is a fascinating area of study that
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will continue to advance. The second section’s presentation of the algorithms enables an
examination of the problem of deep fakes from the authors’ perspectives on numerous
techniques. The juxtaposition of their performance outcomes with the challenges they en-
counter enables a worldwide perspective on the current state-of-the-art technologies. This
article explains the current state-of-the-art technologies for face swapping using deep learn-
ing techniques. Therefore, it serves as a helpful starting point for developing additional or
comparable strategies.

5. Future Directions
The investigation of the offered methods revealed numerous solutions that were supe-

rior to others. This paper identi�es several advantageous subsolutions and recommends
selecting the most applicable ones to construct a high-ef�ciency method. Plans for im-
plementing these methods are included in future work. In addition, the information in
this paper on the datasets used, as well as the assessment methodologies, will offer an
appropriate standard for measuring the effectiveness of future algorithms.

Although algorithm developers have been confronted with face swapping for a long
time, several aspects still demand investigation. The following are some:
� Real-time performance requirements: In some instances, face swapping must be

performed in real-time, which means the algorithm must execute quickly enough for
the user to sees the outcome in real-time. Consequently, diffusion models still require
development.

� The complicated individual nature of human identity is a task of considerable dif�culty,
as it necessitates an awareness of multiple facets of human beings. While the described
methods are limited to images, moving to the time domain could be a potential future
approach.

� The operation’s adaptability to our data: The algorithm’s performance must be adapt-
able. For better quality data, the end output must likewise adapt. Moreover, the
system must adapt if various users have varying data quality.

� To implement face-swapping algorithms, it is required to determine their perfor-
mance. Therefore, algorithm designers must establish quality evaluation measures
that consider multiple identi�cation characteristics.

� Satisfactory outcomes: Especially for commercial purposes, the quality of face-swapping
results might be vital. Developers of algorithms are faced with the dif�culty of ensur-
ing that the algorithm’s outcomes are helpful to consumers.
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Abstract: The proliferation of �Deep fake� technologies, particularly those facilitating face-swapping
in images or videos, poses signi�cant challenges and opportunities in digital media manipulation.
Despite considerable advancements, existing methodologies often struggle with maintaining visual
coherence, especially in preserving background features and ensuring the realistic integration of
identity traits. This study introduces a novel face replacement model that leverages a singular
framework to address these issues, employing the Adaptive Attentional Denormalization mechanism
from FaceShifter and integrating identity features via ArcFace and BiSeNet for enhanced attribute
extraction. Key to our approach is the utilization of Fast GAN, optimizing the training ef�ciency of
our model on relatively small datasets. We demonstrate the model’s ef�cacy in generating convincing
face swaps with high �delity, showcasing a signi�cant improvement in blending identities seamlessly
with the original background context. Our �ndings contribute to visual deepfake generation by
enhancing realism and training ef�ciency but also highlight the potential for applications where
authentic visual representation is crucial.

Keywords: face deepfake; face swap; image deepfake

1. Introduction
Deep learning has been successfully used to power applications such as big data ana-

lytics, natural language processing, signal processing, computer vision, human�computer
interaction, medical imaging, and forensics. Recent advances in deep learning have also led
to signi�cant improvements in the generation of deepfakes. A deepfake consists of arti�cial
intelligence-generated content that appears authentic to humans. The word deepfake is a
combination of the words �deep learning� and �fake� and refers primarily to false content
generated by an arti�cial neural network [1].

In the era of the growing popularity of �Deep fake� technology [ 2� 6], more and more
attention is being paid to the possibilities of content manipulation. Although fascinating, the
ability to swap one face for another carries enormous potential and numerous challenges.
Although many �Deep fake� techniques have already been developed and applied in
various domains, from the �lm industry [ 7] to design applications, new opportunities and
problems continue to emerge.

The phenomenon of deepfakes in the context of face swapping, although controversial
due to potential threats to security and privacy, also opens the door to innovation and
creativity in image processing. It is used in medicine [ 8,9], entertainment [ 7,10,11], and the
army [12�14].

Scientists and engineers face several signi�cant challenges in deepfake algorithms
and deep learning. One key and most recognizable problem is the lack of training data.
Nowadays, open training datasets are used in research. However, their scope and size
are signi�cantly limited compared to those on which current algorithms implemented in
production are based. It is worth emphasizing that the size and quality of available training
datasets directly and signi�cantly impact the effectiveness and accuracy of deep learning
models [15,16].
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Another signi�cant challenge is the development of target-based algorithms capable of
effectively distinguishing identity features from other facial attributes, such as expressions
or poses [17]. This development is necessary to create reliable deepfakes that faithfully
imitate the face of a reference person. Effectively separating these attributes is crucial to
obtaining realistic and compelling results.

Additionally, there is the problem of matching the face to the background of the
head and taking into account various occlusions. This issue requires precise algorithm
work to ensure that the synthetically generated face harmoniously interacts with the
surrounding environment while maintaining naturalness and visual consistency. Ensuring
such a coordination between the face and the background is another challenge to effectively
address when creating advanced deepfakes. Post-processing can solve this aspect, but it
adds an element to the generator and slows the operation.

Another signi�cant challenge that deep learning algorithms must face is a phe-
nomenon known as �collapse� [ 18], which most often occurs during a model’s training
phase. This phenomenon is characterized by a situation where the generative model be-
gins to produce a limited variety of outputs, often focusing on generating very similar
or even identical instances, which signi�cantly limits its ability to produce diverse and
realistic outputs. This problem is particularly pronounced in the case of GANs, where
two networks�generative and discriminative�are trained simultaneously in a competing
setting. Ideally, a generative network should learn to produce data indistinguishable from
the real data. In contrast, a discriminative network should learn to distinguish between real
and generated data. However, in the case of a �collapse�, the generative network produces
a limited range of results, which leads to a loss in the diversity and quality of the generated
data. This collapse, in turn, may lead to a situation in which the discriminative network
quickly identi�es false data, limiting the effectiveness of the entire training process [19].

In addressing critical challenges within the deepfake domain, our work introduces sev-
eral key innovations that signi�cantly advance the �eld. Firstly, in response to the prevalent
issue of inadequate training data, our methodology circumvents the need for labelling faces
under the same identity, facilitating the use of smaller datasets while maintaining a high
model performance. This approach is complemented by employing a generative adversar-
ial network (GAN) optimized for ef�ciency even with limited datasets. Furthermore, our
novel attribute extraction method, incorporating a face segmenter within the cost function,
distinctly separates identity features from facial attributes. This separation enhances the
realism and �delity of face swaps. It adeptly addresses the complex challenge of preserving
background elements and occlusions, allowing for precise editing control over what aspects
of an image are modi�ed. Lastly, the implemented FastGAN [ 20] framework is designed to
inherently resist model collapse, incorporating an additional reconstruction cost function
within the discriminator for improved stability.

2. Related Works
Referring to previous work [ 4] on comparisons of face replacement methods, there are

two main approaches to the topic: �target-based� solutions, based on extracting the identity
of a person from the source image and placing it in the target image while maintaining all
the characteristic features of the target image, and �source-based� approaches, in which
only facial attributes in the target video/image are modi�ed [ 4]. The target-based solution
gives the user more control over scene development. However, its implementation is more
complicated because the ground truth that can be used in training is not so obvious.

Current work on deepfake algorithms mainly revolves around three models: au-
toencoder, GANs, and, recently, diffusion models. Due to their �compression nature�,
autoencoders, in their basic version, are not the best choice for creating high-quality many-
to-many deepfakes [21]. However, they are very suitable for creating one-to-one algorithms,
i.e., algorithms trained for speci�c people [ 22,23]. GANs, on the other hand, are genera-
tive models that have long been considered SOTA in creating realistic samples. In GAN
models, two competing models seek a balance between the discriminator and the gener-
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ator. These models are susceptible to collapse, and their training is relatively slow, but
they are still leaders among generative models [4,24� 26]. The last model is the diffusion
model, which, through the use of interconnected popular U-net models (also used in GAN
models) [27], aims to generate samples through sequential denoising guided by speci�c
conditions [ 28,29]. This model achieves the best results regarding generation quality and
mitigating the GAN collapse problem. However, training such a model is currently very
time-consuming, and the generation itself is not fast enough to be successfully used, for
example, in real-time movies.

In the area of facial attribute manipulation, it is essential to distinguish between target-
based and source-based methods. Target-based methods [22,24� 26,29,30] allow face editing
in the creator’s environment, allowing users to in�uence the modeling process directly. In
turn, source-based methods focus on adapting and changing existing materials, allowing
for broad application in �lm post-production, education, and digital art.

Algorithms such as DeepFaceLab [22] or faceswap [23], although effective in terms of
face manipulation in one-to-one models, have limitations in the context of generalization to
new faces not present in the training set. Many-to-many solutions, such as FaceShifter [25]
or SimSwap [24], use advanced identity-embedding techniques such as, for example, those
based on the ArcFace model [31], which allows for greater �exibility in the face-swapping
process. However, these methods do not verify the full range of facial attributes, such as
pose and facial expressions, which may result in inauthentic or unnatural results.

An innovative approach is presented by GHOST-A [ 26], where a specialized cost func-
tion is introduced, focusing on maintaining the direction of gaze. This solution signi�cantly
improves realism in the generated images. However, it does not solve the problem of
maintaining other key facial attributes. Moreover, integrating this function in a later phase
of the training process and using additional blending and super-resolution algorithms
complicate the entire process and extend the training and use times.

The DiffFace algorithm [ 29] presents another step forward, using diffusion techniques and
relying on an additional face-parser model, ensuring the training process’s stability and consistency.
However, the long training time is still challenging, hindering fast production cycles.

Overall, current techniques in facial attribute manipulation still suffer from challenges
related to generalization, realism, and ef�ciency of the training process. Although sig-
ni�cant progress has been achieved, especially in many-to-many models and diffusion
model-based techniques, many areas still require further research and development. It is
essential to strive to create methods capable of quickly and reliably adjusting the entire
spectrum of facial attributes, which would be a signi�cant step forward in this dynamically
developing �eld.

3. Methodology
As part of this research, an algorithm was developed that extends previous achieve-

ments in manipulating facial attributes. The presented method focuses on improving the
direct image generation process, introducing an innovative approach to the cost function.
The critical innovation of this approach consists in eliminating the need to obtain train-
ing data from the same people, signi�cantly simplifying the data collection process and
eliminating the need for detailed labelling.

Several techniques were used to achieve training acceleration, improve stability, and
minimize the training data requirements of the model. These include the analysis of the
hidden space in the discriminator obtained in the image reconstruction process using
autoencoders [20]. Thanks to this, even with a limited amount of training data, the model
can achieve satisfactory results.

The methodology’s key element consists in using a pre-trained face-parser model [ 32,33],
which enables effective image segmentation. This segmentation plays a double role: on the
one hand, it supports the reconstruction of areas that should not be edited, and, on the other, it
serves as an indicator for preserving key facial attributes, such as emotions or the position of the
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eyes, nose, and mouth. Importantly, this segmentation is not used directly in the generation
process during the evaluation phase, so it does not burden the algorithm’s performance.

3.1. Architecture
From the deepfake model architecture based on generative adversarial networks

(GAN), we extracted two main components: the generator and the discriminator.
The central part of the architecture of our model is the generator shown in Figure 1,

which consists of three key components: an attribute encoder, an identity encoder, and pro-
cessing blocks. The attribute encoder uses convolutional layers with batch normalization
and Leaky ReLU [34] activation functions for feature extraction. The input of the attribute
encoder is a photo of the target, i.e., a photo of the face whose identity we will modify� Xt .
The identity encoder uses a pre-trained face recognition model�ArcFace [ 31]. The input
of the identity encoder in the proposed architecture is a source photo containing the face
of the person whose identity we will transfer� Xs. This model provides vector represen-
tations of identity that are further transformed by fully connected layers and adapted for
further processing in generating blocks. These blocks incorporate the Adaptive Attentional
Denormalization (AAD) mechanism [ 25], which integrates pre-layers, identity embedding
and attribute embedding, performing dynamic feature matching. This process is supported
by residual connections [35], which enable information and gradients to propagate through
the model. The generator is complemented by the use of the Skip Layer Excitation (SLE)
technique [20,36], which, through channel multiplication, allows for the modulation of
features generated in high-resolution blocks, contributing to a better separation of content
attributes from style in the �nal image. The output is a ready-made photo of face Y with
identity from X s and background and attributes from X t .
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In the presented architecture, visible in Figure 1, attention is drawn to an additional
module�the face segmenter [ 32]. Although it is not used directly in the production
stage of image generation, it plays an invaluable role in the training phase of the model.
An advanced pre-trained BiSeNet parser [ 27] is used for the face segmentation step.
Its primary function is to identify areas that belong to the face and those that do not.

The BiSeNet parser works by analyzing the input image and classifying each pixel
into the appropriate category, which allows for the accurate separation of facial structures
from the background and other image elements. The information obtained from this
segmentation process is crucial because it informs and improves the loss functions used
during training. This implementation makes it possible to signi�cantly improve the learning
process by ensuring a more accurate match between the generated images and the actual



Appl. Sci.2024, 14, 2149 5 of 13

labelled data. Moreover, it indicates the location of individual parts of the face, translating
into the accuracy of maintaining the attributes. A box blur was additionally used to prevent
an inaccurate mapping of structures, responsible for averaging the values of logits obtained
from the parser with a speci�c kernel.

Later in the work, in the next chapter, speci�c cost functions used in the model
optimization process will be discussed in more detail. It is worth noting that the appropriate
de�nition and application of the cost function are critical for the effectiveness of learning
and the quality of the �nal product generated by the deepfake model, a matter which
emphasizes the importance of the face segmenter module in the overall architecture.

The discriminator, inspired by FastGAN [20], is designed to assess the reliability and
quality of the generated images. A particular procedure for differentiable image editing [ 37]
has been introduced into the discriminator, increasing the input data’s diversity without
disturbing their structural integrity. The internal structure of the discriminator contains
decoders that are responsible for the process of reconstructing images labelled as authentic.
Using these decoders allows for a signi�cant increase in the effectiveness and speed of
model training. By carefully re�ning the discrimination process, the model can subtly but
precisely evaluate the generated data, which is crucial for the credibility and realism of the
generated deepfakes.

3.2. Loss Functions
This chapter on the loss functions presents the critical elements in deepfake model

optimization, which are intended to ensure the stability of the training process and the
ef�ciency of image generation. Several cost functions were introduced in our model,
necessary for learning complex many-to-many relationships in deepfake generation.

Identity Loss : The �rst one pf these functions is the so-called identity loss, which plays
a fundamental role in ensuring the accuracy of the identity of the generated faces. It uses a
pre-trained face recognition model, like ArcFace [ 31], which generates high-dimensional
representations (embeddings) of faces. During training, the embeddings of the source face
vXs and the generated output image vY are compared. Minimizing the cosine distance
between these embeddings is one of the training goals, ensuring that the generated images
retain vital features of the source identity.

LId = 1 �
vXs � vY

jjvXsjj 2jjvYjj 2
(1)

Reconstruction Loss : The second function, reconstruction loss, focuses on calculating
the mean squared error (MSE) between regions that are not part of the face of the target
image Xt and the generated output Y. A face segmenter such as BiSeNet is used to determine
these areas, which allows for a more accurate representation of the context in which the
face is located.

LRec = jjNotFacemask(Xt) � (Xt � Y) j j2 (2)

Feature Loss: The following function, feature loss, is calculated as the mean squared
error between the logits extracted by the BiSeNet segmenter network. The mean square
error between the features of the Xt target image blurred with box blur and the generated
output is calculated, which helps to simulate the location of facial details more accurately.

LFeat = jjBlur (Feat(Xt), kernel) � Blur (Feat(Y), kernel) jj 2 (3)

Adversarial Loss : The essential cost function in GAN training is adversarial loss.
It includes classifying images presented to the discriminator as true or false. This decision is
a crucial element of the training process that pushes the generator to create more convincing
images while also training the discriminator to re�ne their authenticity assessment.

The overall function of the generator can be described as follows:

L = � Id LId + � RecLRec+ � FeatLFeat + � Adv LAdv (4)
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where l Id = 5, l Rec= 100, l Feat = 40, and l Adv = 1.
The rationale behind selecting the l s parameters in the loss function is a critical aspect

of the model’s design, ensuring a balanced contribution of each component to the overall
training objective. The � values guide the model to prioritize certain aspects of the image
generation process, directly impacting the quality and realism of the generated deepfakes.

Identity Loss ( l Id): The choice of l Id = 5 for our model was empirically determined
through testing to �nd a sweet spot where the model suf�ciently modi�es the face to re�ect
the source identity without causing excessive alterations beyond the facial region, such as
unnatural hair color changes or adding hair in inappropriate areas. This parameter’s tuning
is delicate; too low a value would result in minimal-to-no changes in the early training
phases, whereas too high a value could introduce artefacts which detract from the realism
of the face swap.

Reconstruction Loss (l Rec): The relatively high value of l Rec= 100underscores the
importance of maintaining the integrity of the background and non-facial regions of the
target image. This priority ensures that, while the identity within the face region is altered,
the surrounding context remains unchanged, preserving the naturalness of the overall
image. The high weight of the reconstruction loss acts as a robust regularization mechanism,
preventing the model from making unwanted alterations to areas outside the face.

Feature Loss (l Feat): Feature loss for our model was set to l Feat = 40, re�ecting a
balanced approach to integrating facial feature adjustments without overwhelming the
identity and adversarial components of the model. Blurring is responsible for controlling
the detail of attributes, ensuring a softer emphasis on speci�c facial features. This technique
facilitates more natural transitions and edits, effectively simulating the subtleties of facial
expressions and other transient attributes.

Adversarial Loss ( l Adv): With a value of l Adv = 1, this parameter is typically kept
smaller relative to the others to ensure that the generator focuses on creating convincing
and authentic-looking images without overpowering the model’s other objectives. The ad-
versarial loss acts as a critical feedback mechanism, promoting the generation of images
which are indistinguishable from real ones, thereby �ne-tuning the model’s performance in
a balanced manner.

The discriminator and its classi�cation function also use the cost function for recon-
structing real images�this function is called LPIPS [ 38,39]. It uses latent spaces as input
to decoders, which are then classi�ed. This combined cost function ensures the stability
of the training process, reducing the risk of over�tting and preventing the so-called GAN
collapse, where the generator starts producing useless results.

4. Experiments
This experimental chapter will focus on the practical application and analysis of the

deepfake algorithm, developed to use a pre-trained segmentation network. The basic
assumption of our approach is to demonstrate this network’s usefulness in separating
identifying features of identity from attributes. This separation method allows for visual
manipulation while maintaining key elements of personal identi�cation.

However, this process is not without its challenges. One of the main problems we
have encountered is the localization variability of a person’s facial features. Faces, being
dynamic and complex structures, can exhibit signi�cant variability in different contexts and
situations. Therefore, to counteract this variability, the output from the segmentation model
is additionally blurred, which makes the loss function less strict. Based on a segmenter,
the applied cost function shows promising results in separating and manipulating facial
features in creating realistic deepfakes.

In this section, we will analyze the performance of our algorithm in detail, paying
attention to its effectiveness in various scenarios and conditions. We will present a series of
experiments that were performed to investigate various aspects and potential limitations of
our approach. By doing so, we want to not only demonstrate the capabilities of our method
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but also indicate directions for future research and improvements in the field of deepfake
technology.

4.1. Implementation Details
To complete the training process of our deepfake algorithm, we used the popular

VGGFace2 dataset, which contains a wide range of cropped celebrity faces. This set, marked
in the literature as [31], was a key data source for training and testing our model.

We used photos with a resolution of 256 � 256 pixels as the input images. We chose
this size due to the optimal balance between the quality of the details and the computational
requirements. Our model, inspired by FastGAN [ 26], is characterized by a high scalability.
Thanks to this, with minor modifications, it is possible to extend our method to process images
of larger dimensions, which opens the way to even more detailed and realistic results.

The features obtained from the segmenter have dimensions of 19 � 32 � 32, where 19
is the number of classes, and 32� 32 is the size of the segmentation mask. This mask is
blurred using box blur with a kernel of 15.

In the optimization context, we decided to use the Adam algorithm [ 40]. The parameters
B1 and B2 were set to 0.9 and 0.999, respectively. This choice of parameters ensured an effective
and stable learning process while minimizing the risk of getting stuck in local minima.

The batch size, i.e., the number of data samples processed in one training step, was
set to 32. This choice was a compromise between training ef�ciency and the available
computing resources.

Notably, our GAN is characterized by high training speed and stability. Thanks to this,
we achieved satisfactory results after 25 training epochs, which meant carrying out about
500,000 iterations.

4.2. Results
In the results section of our study, we present the transformation effects on seven randomly

selected identities that were treated in various combinations as the source or the target. An
important aspect is that these specific identities were not included in the training dataset.

Figure 2 shows that our FastFake algorithm successfully transfers the identity from the
source while preserving the target’s attributes. This preservation is crucial to our method,
allowing for realistic and reliable face manipulations.

Additionally, as part of the experiments, we compared the impact of the kernel size
used on the segmentation cost function on the result. The effects of this experiment are
shown in Figure 3. As the kernel size increases, more �identities� are transferred to the
resulting image at the expense of attributes.

4.3. Comparison with Other Methods
Many different methods have been proposed over the years in many-to-many face re-

placement. We chose the most famous of them for our comparison. It should be emphasized
that our goal was not to achieve the status of the SOTA (state-of-the-art) method, which
would require building a larger and more complex GAN model and a much longer training
process. Determining the superiority of one algorithm over another is not easy because it
often depends on the speci�c purpose and use of the method in question. Moreover, no
objective metrics would determine that a given method is better than another. As part of
this article, Figure 4 compares the algorithm’s results with other known ones for several
selected examples.
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Our results are comparable to those obtained by the Ghost-A algorithm.
However, our model is characterized by a shorter training time and does not require
a mixed training method based on data containing the same people. Our model can be
trained on data uncategorized regarding identity with comparable outcomes, which is its
signi�cant advantage.

The face-parser in our approach forces the model to edit only facial areas. It is
impossible to edit an area that is not a face; this prevents additional distortions and
does not require additional processing when placing a face in the target image. Using a
segmenter allows for greater precision and naturalness in the face manipulation process,
which is an additional advantage of our method compared to other available solutions.
It can also be noted that, compared to other methods, ours is characterized by a high degree
of preservation of facial attributes.

4.4. Analysis
In this section, we will focus on analyzing what our method brings to the deepfake

�eld, its shortcomings, and what areas of development lie ahead.
Our method was primarily intended to demonstrate the effectiveness of using a pre-

trained face segmentation network to preserve attributes during identity manipulation.
This method showed high ef�ciency and realism in our experiments, preserving most
potential occlusions, such as glasses, landmarks, and hair. However, we have noticed
that, when training the model with a higher weight for identity embedding or using faces
which are structurally signi�cantly different, artefacts appear in the locations around the
eyes and mouth; to counter this problem, we introduced a simple blur to the cost function.
These artefacts can also be reduced using a different GAN model that would penalize more
for less realistic generations; however, this is not a part of the current research.
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The GAN used is characterized by stability and speed of training, which is a great
advantage in terms of repeatability of results and ease of adaptation to new con�gurations.
The ability to conduct many experiments with different settings is precious in research on
GAN-type generative models.

Our method eliminates the need to collect data for the same people, which opens up
new possibilities for expanding it with data from sets which do not segregate identities.
This improvement can signi�cantly affect the ef�ciency and universality of the algorithm.

There are also other areas requiring further analysis and improvement. The parser
model was pre-trained on other image dimensions and only partially adapted to our needs.
Considering other more advanced parsers and training them with additional elements
can improve the accuracy and realism of the results. The segmentation can include other
scienti�c achievements, such as self-attention modules [ 41� 43], which may also improve
the algorithm’s operation.

Another challenge is communicating attributes such as lighting. Currently, lighting is
added mainly by maintaining the realism of the result based on the background, which is
always reconstructed/immutable. It is possible that extending model training to include
the lighting context could improve the quality and realism of the results.

Our method signi�cantly contributes to deepfake technology; however, many areas
require further development and improvement. Future research should focus on improving
the model, increasing the realism of the generated images, and better conveying subtle
attributes such as lighting and gaze direction.

In the context of future works, we plan to delve into the exploration of various
segmentation models that are better trained as well as investigate other models such
as variational autoencoders (VAE) and diffusion models in the realm of facial subject
manipulation. Additionally, we aim to transition our research focus towards video-domain
applications, expanding the scope of our analysis beyond static images. This progression
seeks to understand the intricacies and potential improvements in the dynamic aspects of
face swapping and manipulation, leveraging the advances in segmentation and generative
modeling techniques to enhance realism and applicability in video content.

5. Conclusions
In this work, we presented the FastFake method, which demonstrates the possibility of

using features obtained from the segmenter in editing unstructured attributes. Our results
show that this method effectively implements face replacement while preserving key
attributes and occlusions such as glasses, landmarks, and hair.

The critical aspect of our method is its speed and stability of training, which allows
for quick iteration and experimentation, opening the way to further innovations in this
�eld. However, as our experiments have shown, some areas require further work and
improvement, especially in the context of a more accurate transfer of attributes such as
lighting and vision.

It is also worth noting that the development of deepfake technologies brings specific
ethical and social challenges, especially in the context of the possibility of their abuse [ 41� 44].
Therefore, our study highlights the importance of responsible application and further devel-
opment of ethical principles in this field. Additionally, while it is not the focus of this article,
it is possible to secure one’s deepfake creations with unique hidden watermarks to mitigate
misuse [45� 47]. This is particularly important given the increasing ease of access to these
technologies and their potential applications in various sectors.

In conclusion, FastFake is a promising step towards more advanced and ethically
responsible deepfake technologies. Our study opens up new research and practice oppor-
tunities while highlighting the need for further research to address existing technological
and ethical challenges.
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Abstract: Human emotions are an element of attention in various areas of interest such as psychology,
marketing, medicine, and public safety. Correctly detecting human emotions is a complex matter.
The more complex and visually similar emotions are, the more dif�cult they become to distinguish.
Making visual modi�cations to the faces of people in photos in a way that changes the perceived
emotion while preserving the characteristic features of the original face is one of the areas of research
in deepfake technologies. The aim of this article is to showcase the outcomes of computer simulation
experiments that utilize arti�cial intelligence algorithms to change the emotions on people’s faces. In
order to detect and change emotions, deep neural networks discussed further in this article were used.

Keywords: detection; emotion; face; facial expression; human; people; classi�cation; deepfake;
change; neural network

1. Introduction
In the era of dynamic development of digital technologies and arti�cial intelligence,

the analysis of emotions expressed on people’s faces is becoming increasingly important.
Emotions are a key element of interpersonal communication, and their detection and in-
terpretation are widely used in various �elds, such as psychology, marketing, medicine,
and public safety. Understanding, simulating, and properly detecting emotions can lead to
innovative solutions that enable more effective interaction between people and computer
systems. The aim of this article is to present the results of computer simulation experiments
on changing emotions expressed on people’s faces using arti�cial intelligence algorithms.
In this study, we introduce a novel approach to training deep neural networks (DNNs)
for detecting and modifying emotions in images, focusing on enhanced realism and clas-
si�cation accuracy. The method presented in this manuscript departs from traditional
models by omitting constraints like cycle-consistency loss, commonly seen in algorithms
such as StarGAN, which can overly restrict feature transformation. Instead, we utilize a
tailored reconstruction loss applied only when target and ground-truth emotions align, al-
lowing for more natural emotion modi�cation while controlling for some feature reduction.
Leveraging the AffectNet dataset, typically used for emotion recognition, our study further
investigates its suitability for emotion modi�cation tasks, thus expanding its applications.
Additionally, the presented model incorporates multiple classi�ers trained in parallel to
improve emotion classi�cation by comparing generated data to real-world benchmarks,
establishing a robust framework for future emotion analysis studies.

This article discusses the methodology of conducting the simulation, starting from
collecting and preparing data, through selecting and training the models, to evaluating the
results and analyzing errors. The research results are also presented, including examples of
modi�ed photos that illustrate the effectiveness of the applied algorithms.

This paper is organized as follows. Section 2 presents a literature review relating
to the discussed issue. Section 3 presents the methodology of the conducted research.
Section 4 presents the results and compares them with other state-of-the-art methods.
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Section 5 concludes the paper. Appendix A shows a preview of sample generated images
for individual emotions.

2. Related Work
In recent years, more and more information about deepfake technologies and their

individual issues has appeared in the form of publications. One of the aspects of deepfake
technology is the proper reproduction of human emotions in a way that ensures the
integrity of the modi�cations made with the whole image. The changes should re�ect
the new emotion while maintaining the identity of the person (the ability to recognize
the person without visible and disturbing graphic artifacts). This section covers human
emotion pro�le classi�cation and the arti�cial intelligence algorithms used to analyze and
change expressed emotions.

2.1. Human Emotion Pro�le Classi�cation
Classifying facial emotions is a complex task that involves identifying and distin-

guishing subtle emotional signals. Paul Ekman and Wallace V. Friesen [ 1] in their classic
studies identi�ed six basic emotions: joy, sadness, fear, anger, surprise, and disgust. These
emotions are widely recognized and form the foundation of many facial expression analy-
sis systems. However, modern research goes further, trying to capture a wider range of
emotions and their mixtures. Emotion recognition now includes more complex emotional
states, such as guilt, jealousy, embarrassment, and pride. These technologies are based on
more advanced algorithms that analyze not only static images but also dynamic changes
in facial expressions. In order to present the relationships between individual emotions,
an emotion wheel was proposed (Figure 1) [ 2]. It is a theoretical model that presents eight
basic emotions and their different intensities and combinations. The wheel is often used to
understand and classify emotions in a psychological and emotional context.
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Another representation of emotion is the circumplex theory of affect presented by
David Watson and Auke Tellegen (Figure 2) [ 4]. The circumplex theory of affect includes
four dimensions corresponding to the following affects: negative, positive, engaged, and
pleasant. Each has two directions: high and low.
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2.2. Arti�cial Intelligence Algorithms Used to Analyze Emotions
The process of training arti�cial neural networks to classify emotions is challenging

due to several important factors. Emotions are subjective and context-dependent, making
generalization dif�cult. The same facial expression can be interpreted as different emotions
by different people. Emotion datasets are unbalanced (overrepresentation of training pat-
terns for some emotions and underrepresentation of training patterns for others). Datasets
often differ in terms of emotion categories, making it dif�cult to compare studies. Creating
databases about people’s emotions is an additionally complex process due to ethical and
legal issues. Moreover, contextual factors such as lighting and background noise can affect
emotion recognition.

In recent years, there has been rapid development in the �eld of arti�cial intelligence,
especially in the context of image analysis. Deep learning techniques, including convolu-
tional neural networks (CNNs) and generative adversarial networks (GANs), have become
a major tool in this �eld.

Convolutional neural networks (CNNs) are widely used for image classi�cation and
pattern recognition [ 5� 8]. The research of Zhang et al. [9] showed that multi-layer CNNs
can effectively classify emotions based on features extracted from facial images. The
introduction of multi-task networks allowed for simultaneous recognition of emotions and
their intensity, which increases the classi�cation accuracy. While CNNs are highly effective
at accurately identifying basic emotions, detecting subtle emotions remains a dif�cult task.
This requires advanced network architectures, high-quality datasets, and an appropriate
training process to enhance their performance.

Generative adversarial networks (GANs) have revolutionized the approach of chang-
ing emotions in images. A GAN consists of two networks: a generator and a discriminator,
which cooperate to create realistic images. The work of Karras et al. [10] introduced new
methods for generating high-quality facial images, enabling more realistic manipulation
of emotions.

Manipulating facial emotions in images has become more effective thanks to advances
in generative neural networks. In 2021, Ning et al. [ 11] presented the FEGAN method,
which allows precise modi�cation of the expressed emotions while preserving the identity
of the person. This algorithm uses advanced style transfer techniques to modify the speci�c
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facial features responsible for expressing emotions. FEGAN has region-speci�c editing
capability enabling nuanced modi�cations that can convey subtle emotional changes rather
than merely altering broad facial features. Many GAN-based models also allow for emotion
modi�cation, but they generally modify the entire face in a single process. While these
models can generate high-quality images, they often face challenges in preserving realistic
textures when making intense emotional changes. Furthermore, they may occasionally
introduce artifacts when aiming for subtle adjustments, such as a slight smile or a small
shift in eyebrow positioning.

Another important achievement is the research of Zhu et al. [ 12], which introduced
a system capable of learning to translate an image from a source domain to a target
domain in the absence of paired examples. This system is particularly useful in creating
training datasets.

In recent years, there have been numerous innovations in the �eld of detecting [ 13� 25]
and changing [26�32] emotions in images.

In the �eld of emotion detection, Wang et al. proposed The Region Attention Network
to addresses pose and occlusion challenges in facial expression recognition (FER) by apply-
ing attention to speci�c facial regions [ 22]. Vo et al. introduced a pyramid architecture with
super-resolution for FER [ 20]. Zhang et al. introduced a dual-direction attention mixed
feature network aimed at improving FER. The model uses dual-directional attention mech-
anisms to capture both local and global features in facial images, enhancing the accuracy of
emotion classi�cation [ 13]. Ning et al. proposed an approach combining representation
learning with identity adversarial training to better understand facial behaviors. The tech-
nique aims to disentangle identity-related features from expressive ones, improving FER
by focusing on emotion-speci�c features [14].

In the area of facial attribute change, in general, there are two kinds of the methods:
target-based and source-based methods. Source-based methods focus on adapting and
changing existing materials while target-based methods allow editing in the creator’s
environment, allowing to in�uence the modeling process directly.

In the �eld of emotion changing, Chen et al. proposed a face-swapping framework that
prioritizes both realism and identity preservation. The approach enables high-quality swaps
by maintaining facial details while matching the target’s head pose and expressions [ 28].
Le et al. introduced a model that accounts for occlusions, such as hands or hair covering
parts of the face. The model enhances realism by generating convincing occlusion-aware
face swaps [29]. Wang et al. presented Hi�Face, which employed 3D shape and semantic
priors to guide face-swapping, aiming for a high-�delity output. This model enhances
realism by using 3D facial structure information, which helps retain identity details and
ensures that swaps appear highly realistic, even in complex poses or expressions [32].

It is worth noting that along with the emergence of deepfake technology, methods for
detecting its use have also been developed [33�36].

3. Methodology
The research was conducted on a Linux operating system (Ubuntu 24.04) using the

PyTorch version 2.3 and TensorFlow version 2.16.1 machine learning libraries. The source
codes were written in Python version 3.12.3. The AffectNet [ 23] dataset was used to train
the DNNs. In this section, the concept of the proposed method as well as the architecture
of DNNs will be presented.

3.1. Concept of the Proposed Method
In order to conduct the research, four DNNs were trained. The �rst one changed

emotions in photos of people, the second one constituted a discriminator used in the
learning process, and the other two constituted externally trained separate classi�ers. In
the further part of this article, a DNN that changes the emotions of people in photos is
referred to as EmoDNN to distinguish it from the discriminator and classi�ers, which are
also DNNs. EmoDNN, the discriminator, and one of the two classi�ers were trained using
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the PyTorch machine learning library. An additional validation discriminator was trained
using the TensorFlow machine learning library.

At the beginning, the process of training EmoDNN alongside with the discriminator
will be discussed, and then the classi�er will be discussed later in this section. The input
of EmoDNN is fed with an image that undergoes the modi�cation process to one of eight
target emotions, which are also fed to the input of the network in the form of a vector, where
the target emotion is represented by value 1, the remaining by value 0. The modi�ed image
constituting the result of EmoDNN processing is fed to the input of the discriminator. At its
output, the discriminator returns a value whether the given image is original or modi�ed.

3.2. Learning Process
The classi�er used in the generation process was trained using the PyTorch library.

Its goal is to correctly classify emotions in images, which is essential for validating and
assessing the quality of generated images. The classi�er’s objective function is based on
cross-entropy loss, which is commonly used in classi�cation problems.

Class weights were calculated based on the frequency of occurrence of individual emo-
tions in the dataset. These weights are inversely proportional to the number of occurrences
of each emotion, which helps balance the impact of less frequent emotions on the learning
process. The cross-entropy loss for the classi�er is given by

L cls = � å N
i= 1 wi � yi � log( �yi ) (1)

where L cls is the classi�er loss; N is the number of classes;wi is the weight for class i; yi
is the actual label for class i (value 1 for the true class, 0 for others); �yi is the predicted
probability for class i.

In the training process of the EmoDNN model, a discriminator was used to distin-
guish original images from modi�ed ones. The discriminator was trained using a cost
function based on hinge loss [37]. The hinge loss for the discriminator consists of two main
components: the loss for real images and the loss for generated images. Additionally, a
gradient penalty [38] is included to improve training stability.

The discriminator analyzes real images xreal and its output out real should be as high
as possible to classify them as real. The hinge loss for real images is calculated as

L real =
1
m

m

å
i= 1

max
�

0.1� out ( i)
real

�
(2)

where m is the number of samples.
The generated imagesxfake are created by the generator based on real imagesxreal and

desired emotion labels xfake_cls. The discriminator analyzes the generated images xfake and
its output out fake should be as low as possible to classify them as fake. The hinge loss for
generated images is calculated as

L fake =
1
m

m

å
i= 1

max
�

0.1+ out ( i)
fake

�
(3)

To improve training stability and ensure that gradients are well-conditioned, an
additional component called gradient penalty (GP) is used. GP is calculated as the norm
of the discriminator’s gradient with respect to interpolated samples between real and
generated images. The gradient penalty is given by

GP = (k r �xD( �x) k2 � 1)2 (4)
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The �nal cost function for the discriminator is the sum of the losses for real and
generated images, as well as the gradient penalty:

L D = L real + L fake + GP (5)

The generator cost function is crucial for training the generator network, which aims to
produce realistic images with desired emotions that are indistinguishable from real images.
The cost function for the generator combines several components to achieve this goal.

The adversarial loss encourages the generator to produce images that the discriminator
classi�es as real. This is achieved by minimizing the negative output of the discriminator
for the generated images xfake.

L adv = �
1
m

m

å
i= 1

out ( i)
fake (6)

where m is the batch size andout fake is the discriminator’s output for the generated images.
The classi�cation loss ensures that the generated images are classi�ed with the desired

emotion labels xfake_cls. This is implemented using the cross-entropy loss between the
predicted labels and the target labels:

L cls =
1
m

m

å
i= 1

CrossEntropy
�

out ( i)
class, x( i)

fake_cls

�
(7)

where out class is the classi�er’s output for the generated images.
The reconstruction loss encourages the generated images to resemble the real images

when the target emotion matches the original emotion. This loss is masked to only include
samples where the target emotion is the same as the original emotion, and is computed as
the mean squared error between the real and generated images:

L rec =
å m

i= 1 MSE
�

x( i)
real, x( i)

fake

�
� mask( i)

å m
i= 1 mask( i) + e

(8)

where mask is a binary mask indicating samples where the target and original emotions
match, and e is a small constant to prevent division by zero.

The total generator loss is a weighted sum of the adversarial loss, classi�cation loss,
and reconstruction loss:

L G = L adv + L cls + L rec (9)

The learning process of the generator consisted of 30 epochs of the learning algorithm.
In this process, the Adam Optimizer [39] algorithm was used. The batch size was 64.

The training set consisted of automatically and manually annotated facial images from
the AffectNet [ 23] database, which were transformed to a resolution of 128 � 128. In the
training process, a series of data augmentation techniques are applied to the images to
enhance the robustness and generalization capabilities of the model. These transformations
include resizing the images to a speci�ed size, ensuring they �t within the model’s input
dimensions. Additionally, the images undergo the longest max size transformation to
maintain aspect ratio while �tting within a maximum size constraint. Fancy PCA [ 40]
is applied to adjust the principal components of the image colors, followed by random
gamma adjustments to vary the brightness non-linearly. Sharpening is used to enhance
the clarity of the image features. Horizontal �ipping is randomly applied to introduce
variability and improve the model’s ability to generalize to different orientations. Finally, a
random crop is performed to extract �xed-size patches from the images, which helps the
model learn from different parts of the image and reduces over�tting.

In order to properly evaluate the effectiveness of EmoDNN, a separate additional
classi�er using TensorFlow machine learning library was trained. The input and output of
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the classi�er are identical to those of the discriminator. The input of the classi�er is an image,
which returns a vector with the detected probability for emotions as the output. In order to
present the learning process of the classi�er, the following loss function relationships will
be discussed:

L clsTF =
1
m

m

å
i= 1

1.14�
�

CrossEntropy
�

vRe f , vOut

�
+

�
1 � vOut [i ]

4

��
(10)

where vRe f is a reference vector containing the value 1 for the correct emotion and 0 for
others; vOut is the result vector of the classi�er containing the probability of individual
emotions; [i ] is the value of the i-th element of the vector representing the emotion currently
presented at the network input.

The learning process of the classi�er consisted of three epochs of the learning algorithm.
In this process, the Adam Optimizer algorithm was used. The learning rate value was set
to 10� 4. The batch size used was 16.

The training set consisted only of manually annotated facial images from the Affect-
Net [ 23] database, which were transformed to a resolution of 128 � 128. In the training
process, a series of data augmentation techniques are applied to the images to enhance the
robustness and generalization capabilities of the model as for the classi�er written using
the PyTorch machine learning library described earlier in this section.

3.3. Neural Network Architecture
The generator is designed using several sub-models to perform image-to-image trans-

lation conditioned on emotion vectors. It employs a U-Net-like architecture [ 41]. Table 1
outlines the structure of the generator, including its sub-models and their components.

Table 1. Generator structure.

Component Description

Generator The main model for generating images. It uses a U-Net
architecture conditioned on emotion vectors.

Classi�cation MLP A multi-layer perceptron that processes the one-hot emotion
vector into feature vectors.

- Linear Layer 1 Transforms the input emotion vector to a higher-dimensional
feature space.

- Activation (GELU) Applies GELU activation function for non-linearity.

- Linear Layer 2 Further transforms the features to match the required input for
the U-Net.

- Activation (GELU) Applies GELU activation function for non-linearity.

U-Net The backbone of the generator, consisting of an encoder and a
decoder for image generation.

Encoder Encodes the input image into a lower-dimensional latent space.

- Initial Convolution A convolutional layer to process the input image.

- ResDown Blocks Residual blocks with downsampling, including conditional
normalization layers.

- ResBlock A residual block that processes features before passing to
the decoder.

Decoder Decodes the latent representation back into an image.

- ResBlock A residual block that processes features before upsampling.

- ResUp Blocks Residual blocks with upsampling, including conditional
normalization layers.

- Final Convolution A convolutional layer to produce the �nal output image.
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Table 1. Cont.

Component Description

ConditionalNorm2d Applies conditional normalization based on the emotion vector.

ResDown Residual downsampling block with conditional normalization
and spectral normalization.

ResUp Residual upsampling block with conditional normalization and
spectral normalization.

ResBlock Standard residual block with conditional normalization and
spectral normalization.

The discriminator is designed to differentiate between real and generated images.
Table 2 outlines the structure of the discriminator and its components.

Table 2. Discriminator structure.

Component Description

Discriminator The main model for distinguishing real images from generated
ones. It uses an encoder to process images.

Encoder Encodes the input image into a lower-dimensional
feature representation.

- Initial Convolution A convolutional layer that processes the input image.

- ResDown Blocks Residual blocks with downsampling. These blocks consist of
convolutional layers and normalization.

- ResBlock A residual block that processes the features before passing them
to the �nal layers.

Output Layer A convolutional layer that reduces the feature map to a
single-channel output for real/fake classi�cation.

The classi�er is designed to classify the emotion of input images. Table 3 outlines the
structure of the classi�er and its components.

Table 3. PyTorch based classi�er structure.

Component Description

Classi�er The main model for classifying the emotion of input images. It
uses an encoder to process images.

Encoder Encodes the input image into lower-dimensional
feature representation.

- Initial Convolution A convolutional layer that processes the input image.

- ResDown Blocks Residual blocks with downsampling. These blocks consist of
convolutional layers and normalization.

- ResBlock A residual block that processes the features before passing them
to the �nal layers.

Output Layer A convolutional layer that reduces the feature map to a
multi-channel output for emotion classi�cation.

The model employs several advanced techniques and methods to enhance its perfor-
mance and stability. Spectral Normalization [ 42] is used in convolutional layers within
both the generator and discriminator to stabilize training by controlling the Lipschitz con-
stant, which helps prevent exploding gradients and improves the robustness of the model.
Conditional Normalization (ConditionalNorm2d) [ 43], which includes InstanceNorm and
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BatchNorm variants, is applied in the generator to condition the normalization process
on the emotion vectors, allowing the model to effectively incorporate emotion-speci�c
features into the generated images. Exponential Linear Unit (ELU) [ 44] activation functions
are used throughout the network to introduce non-linearity, which helps the model learn
complex patterns and improves convergence by mitigating the vanishing gradient prob-
lem. Additionally, Residual Blocks (ResBlock) and Residual Down/Upsampling Blocks
(ResDown, ResUp) [45] are used to facilitate the �ow of gradients through the network,
promoting ef�cient training and better feature learning. These residual connections ensure
that the model can learn both low-level and high-level features effectively, contributing to
the overall performance and stability of the models in generating and classifying images.

The structure of a classi�er using TensorFlow presented in this manuscript uses
standard layers from the TensorFlow machine library. The LeakyReLu [ 46] activation
function was used for all layers except the last layer for which the Softmax [ 47] activation
function was applied. For the output layer, the value of units is equal to the number of
recognized emotion types which is eight. Table 4 shows the classi�er structure.

Table 4. TensorFlow-based classi�er structure.

# Layer Type # Layer Type

1 Conv2D(�lters=32, kernel_size=(3, 3))(Input) 17 Dense(units=256)(16)
2 MaxPooling2D(pool_size=(2, 2))(1) 18 Dense(units=256)(17)
3 BatchNormalization(2) 19 Dense(units=256)(15)
4 Conv2D(�lters=32, kernel_size=(3, 3))(3) 20 Dense(units=256)(19)
5 Conv2D(�lters=64, kernel_size=(5, 5))(4) 21 Concatenate(axis=1)(18, 20)
6 MaxPooling2D(pool_size=(2, 2))(5) 22 BatchNormalization(21)
7 BatchNormalization(6) 23 Dropout(rate=0.31, seed=321)(22)
8 Conv2D(�lters=64, kernel_size=(5, 5))(7) 24 BatchNormalization(23)
9 Conv2D(�lters=128, kernel_size=(7, 7))(8) 25 Dense(units=512)(24)
10 Conv2D(�lters=128, kernel_size=(7, 7))(9) 26 BatchNormalization(25)
11 MaxPooling2D(pool_size=(2, 2))(10) 27 Dense(units=512)(26)
12 BatchNormalization(11) 28 BatchNormalization(27)
13 Flatten(12) 29 Dense(units=1024)(28)
14 BatchNormalization(13) 30 BatchNormalization(29)
15 Dense(units=256)(14) 31 Dense(units=8)(30)
16 Dropout(rate=0.37, seed=274)(15)

4. Results
The results of changing emotions in photos and the performance of classi�ers will be

discussed and presented in this section. First, the effects of changing emotions in photos
will be presented, then the results of the classi�ers will be discussed in comparison with
other state-of-the-art methods.

4.1. Applied Dataset
The research presented in this manuscript used the AffectNet dataset under the

Academic Use License for scienti�c research purposes. The dataset can be obtained by
making a prior request on the AffectNet website [48].

The AffectNet dataset provides 11 annotated emotions for images and indexed as fol-
lows: 0�Neutral, 1�Happiness, 2�Sadness, 3�Surprise, 4�Fear, 5�Disgust, 6�Anger,
7�Contempt, 8�None, 9�Uncertain, 10�No-Face. In the learning process, the �rst eight
categories de�ning a speci�c emotional state were used, the number of which is presented
in Table 5. For research purposes, these images were resized to 128� 128 resolution, which
is the image resolution for the DNNs discussed below. Additionally, the images were
normalized for processing by the networks in the range of values h0; 1i .

Traditionally, AffectNet has been widely used for emotion recognition. In this study,
we explore its potential for emotion modi�cation, using it to evaluate model effectiveness
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in generating realistic emotional changes. By employing AffectNet in this unique capacity,
we gain insights into its suitability for generative tasks.

Table 5. Number of images for each emotion type from the AffectNet database.

Annotated Training Set Validation Set

Automatically Manually Total Emotion

143,142 74,874 218,016 Neutral 500
246,235 134,415 380,650 Happy 500
20,854 25,459 46,313 Sad 500
17,462 14,090 31,552 Surprise 500
3799 6378 10,177 Fear 500
890 3803 4693 Disgust 500

28,000 24,882 52,882 Anger 500
2 3750 3752 Contempt 500

460,384 287,651 748,035 4000

4.2. Emotions Change
Due to the lack of clearly determining performance metrics of the correctness of

emotion change for deepfake technology, the emotion classi�ers discussed later in this
section were trained. Examples of emotion changes in photos by EmoDNN are presented
in Figure 3. More results on emotion changes by EmoDNN are provided in Appendix A.
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By analyzing the results obtained for individual cases in detail, small graphic artifacts
are visible to the human eye. An example that may raise suspicion of the use of deepfake
technology in Figure 3 is the change in emotion from Disgust to Surprise, for which the
lower lips may or may not be a cause for suspicion of the use of deepfake technology.
Moreover, the appearance of a smile from the change of emotion from Angry to Happiness
may or may not be a cause for suspicion of the use of deepfake technology.
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The backbone of the generator, consisting of an encoder and a decoder for image
generation is U-Net [ 41]. Applying a U-Net-like network enhanced facial expression
recognition by segmenting key regions on faces such as the eyes, mouth, and brows.
These regions are critical for understanding subtle emotional cues. By focusing on these
regions, the model can identify micro-expressions and subtle emotion indicators with
improved accuracy.

The presented approach omits the cycle-consistency loss employed in models such as
StarGAN [ 49], instead using a direct reconstruction loss limited to cases where the target
and ground-truth emotions match. This allows for a higher level of realism in emotion
modi�cations, reducing artifacts commonly associated with unintended source features.
Although some facial features may diminish in this process, the resulting images retain a
more authentic appearance of the intended emotion.

Furthermore, compared to FEGAN, which uses region-speci�c editing to alter emo-
tions precisely while preserving identity, the presented approach achieves a balance by
modifying the entire facial structure. FEGAN’s region-speci�c editing can yield nuanced
expressions, but it sometimes struggles with texture consistency during subtle adjustments.
In contrast, the presented method performs broader modi�cations, achieving smoother
transitions without introducing artifacts, especially during more intense emotional shifts.

4.3. Emotions Detection
Due to the dif�culty of objectively assessing the success of changing emotions in a

photo, two emotion classi�ers based on a neural network were trained. These classi�ers
have different overall accuracy; however, for individual cases, the classi�er with lower
overall accuracy can return the correct emotion as a result, while the theoretically more
accurate classi�er can classify emotions incorrectly in individual cases. Training more
than one classi�er increases the probability of correct emotion detection in the case of two
different classi�ers detecting the same emotion. The confusion matrices of the trained
classi�ers are presented in Figure 4.
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Figure 4. Confusion matrices of trained classi�ers (from left based on PyTorch; from right based on
TensorFlow).

The performance of the classi�ers in tabular form is presented in Table 6.
The comparison of the trained classi�ers with other state-of-the-art classi�ers trained

for eight emotions on the AffectNet database is given in Table 7.
A comparison of the accuracy of the classi�ers trained for this article with other state-

of-the-art classi�ers shows that there are more effective solutions in available publications.
These methods may be more accurate in general, but they may detect incorrect emotions
for individual cases for which a less accurate neural network may detect these emotions
correctly. Therefore, for emotion detection, it is proposed that two different neural networks
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are trained in order to ensure an increased probability of correct detection by con�rming
the detection of a given emotion from more than one source. The difference between the
accuracy of a classi�er based on PyTorch and TensorFlow results not only from the applied
neural network architecture, but also from the reduced training set for the classi�er based
on TensorFlow.

Table 6. Performance of classi�ers for individual emotion types with respect to Recall and F1 score
machine learning evaluation metrics.

PyTorch-Based TensorFlow-Based

Recall F1 Score Emotion Recall F1 Score

0.57 0.48 Neutral 0.60 0.33
0.79 0.71 Happy 0.69 0.68
0.59 0.59 Sad 0.57 0.53
0.60 0.57 Surprise 0.53 0.51
0.54 0.59 Fear 0.46 0.55
0.44 0.53 Disgust 0.43 0.51
0.56 0.52 Anger 0.55 0.51
0.41 0.50 Contempt 0.33 0.42

Table 7. Classi�er comparison.

Method Accuracy (%)

DDAMFN++ [13] 65.04
FMAE [14] 65.00
BTN [15] 64.29

DDAMFN [13] 64.25
POSTER++ [16] 63.77

S2D [17] 63.06
Multi-task Ef�cientNet-B2 [18] 63.03

DAN [19] 62.09
PSR [20] 60.68

Ef�cientFace [21] 59.89
RAN [22] 59.50

ViT-tiny [24] 58.28
Weighted-Loss [23] 58.00

ViT-base [24] 57.99
LResNet50E-IR [25] 53.93

PyTorch-based classi�er 56.33
TensorFlow-based classi�er 51.93

In order to check the ef�ciency of the presented method of changing emotions in
photos, a dataset consisting of 8000 images was generated. Each emotion is represented by
1000 images generated by EmoDNN from the AffectNet database. The confusion matrices
of the trained classi�ers of generated faces with changed emotion are presented in Figure 5.

The performance of the classi�ers in tabular form on the dataset generated by EmoDNN
is presented in Table 8.

The accuracy of the PyTorch-based classi�er is 0.99. This accuracy value is due to the
fact that the generator was trained with guidance from the classi�er, resulting in generated
images that align closely with the classi�er’s learned representations. Consequently, the
classi�er achieves high accuracy when evaluating these generated images. Nearly 100%
classi�cation accuracy achieved by generated samples when evaluated by the classi�er used
in the generation process uncovers the use of classi�ers as a potential research objective,
suggesting that further studies could explore the effects of incorporating diverse datasets or
multiple classi�ers within the generation and classi�cation pipelines. Such research could
promote broader algorithmic generalization across various emotional contexts, enhancing
the robustness and reliability of emotion modi�cation models.



Appl. Sci.2024, 14, 10681 13 of 17

Appl.�1Sci.�12024,�114,�1x�1FOR�1PEER�1REVIEW�1 13�1of�118�1
�1

Multi-task �1E�� cientNet-B2�1[18]�1 63.03�1
DAN �1[19]�1 62.09�1
PSR�1[20]�1 60.68�1

E�� cientFace�1[21]�1 59.89�1
RAN �1[22]�1 59.50�1

ViT-tiny �1[24]�1 58.28�1
Weighted-Loss�1[23]�1 58.00�1

ViT-base�1[24]�1 57.99�1
LResNet50E-IR�1[25]�1 53.93�1

PyTorch-based�1classiÞer�1 56.33�1
TensorFlow-based�1classiÞer�1 51.93�1

A�1comparison�1of�1the�1accuracy�1of�1the�1classiÞers�1trained �1for �1this�1article�1with �1other�1state-
of-the-art�1classiÞers�1shows�1that�1there�1are�1more�1e�� ective�1solutions�1in�1available�1publications. �1
These�1methods�1may�1be�1more�1accurate�1in�1general,�1but�1they�1may�1detect�1incorrect�1emotions�1
for �1individual �1cases�1for �1which �1a�1less�1accurate�1neural�1network �1may�1detect�1these�1emotions�1
correctly.�1Therefore,�1for �1emotion�1detection,�1it �1is�1proposed�1that�1two �1di �� erent�1neural�1net-
works �1are�1trained �1in�1order�1to�1ensure�1an�1increased�1probability �1of�1correct�1detection�1by�1con-
Þrming �1the�1detection�1of�1a�1given�1emotion�1from �1more�1than�1one�1source.�1The�1di �� erence�1be-
tween�1the�1accuracy�1of�1a�1classiÞer�1based�1on�1PyTorch�1and�1TensorFlow�1results�1not�1only �1from �1
the�1applied �1neural�1network �1architecture,�1but�1also�1from �1the�1reduced�1training �1set�1for �1the�1
classiÞer�1based�1on�1TensorFlow.�1

In�1order�1to�1check�1the�1e�� ciency�1of�1the�1presented�1method�1of�1changing�1emotions�1in�1
photos,�1a�1dataset�1consisting�1of�18000�1images�1was�1generated.�1Each�1emotion�1is�1represented�1
by�11000�1images�1generated�1by�1EmoDNN �1from �1the�1A�� ectNet�1database.�1The�1confusion�1ma-
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Figure �15.�1Confusion�1matrices�1of�1trained �1classiÞers�1of�1generated�1faces�1with �1changed�1emotion�1(from �1
left �1based�1on�1PyTorch;�1from �1right �1based�1on�1TensorFlow).�1

The�1performance�1of�1the�1classiÞers�1in�1tabular �1form �1on�1the�1dataset�1generated�1by�1
EmoDNN �1is�1presented�1in�1Table�18.�1
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Figure 5. Confusion matrices of trained classi�ers of generated faces with changed emotion (from left
based on PyTorch; from right based on TensorFlow).

Table 8. Performance of classi�ers for individual emotion types with respect to Recall and F1 score
machine learning evaluation metrics.

PyTorch-Based TensorFlow-Based

Recall F1 Score Emotion Recall F1 Score

0.96 0.98 Neutral 0.76 0.57
0.98 0.98 Happy 0.93 0.77
0.99 0.99 Sad 0.65 0.57
1.00 1.00 Surprise 0.60 0.64
1.00 1.00 Fear 0.45 0.56
1.00 1.00 Disgust 0.39 0.51
0.99 0.99 Anger 0.64 0.65
1.00 0.98 Contempt 0.39 0.49

The accuracy of the TensorFlow-based classi�er is smaller than for Pytorch-based
classi�er and has a value of 0.60. The TensorFlow-based classi�er was trained exclusively
on the training set consisting only of manually annotated facial images from the AffectNet
database. Comparing the accuracy of this classi�er on the set of images generated by
EmoDNN (0.60) with the accuracy obtained on the validation set from the AffectNet
database (0.51), it should be noted that the ef�ciency of the classi�er is different. The
classi�er performed more ef�ciently on images generated by EmoDNN; this may be due to
the generalization ability of DNN and the ambiguity of emotions from images selected for
the validation set of the AffectNet dataset.

5. Conclusions
Changing facial expressions to convey emotion is a complex task. Changing people’s

emotions leads to a change in facial expression. Changing emotions through a DNN
can cause the appearance of more or less visible graphic artifacts. Adequate change in
expression without introducing visible graphic artifacts to the human eye or specialized
DNNs for deepfake detection poses a challenge. It should be noted that human emotions
can have very similar facial expressions, which leads to the recognition of different emotions
in the same photo not only by people but also by arti�cial intelligence algorithms.

To further enhance the training process, stability algorithms such as Gradient Penalty
and hinge loss have been implemented, which have been shown to stabilize the learning
process and improve the quality of the generated images. Furthermore, to re�ne the
classi�cation of emotions, using multiple classi�ers trained in parallel has been proposed.
This multi-classi�er approach increases the likelihood of obtaining accurate results on
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generated data, mirroring the performance seen on real data. The authors of this paper
suggest that this metric, comparing classi�er accuracy on real and generated data, could
be valuable for other researchers as a benchmark for evaluating the ef�cacy of emotion
generation models.

The classi�ers trained for the purposes of this article constitute an element of emotion
detection before its change as well as the success of its change. Taking into account the
fact that classi�ers are trained on different types of architectures and different sizes of
the training set (only on manually annotated photos or additionally with automatically
annotated photos), detection of the same emotion by two separate classi�ers increases the
probability of its correct detection.

The ef�ciency of the solution presented in this article was con�rmed by dedicated
classi�ers. Changing the emotions of a person in a photo using the presented solution
provides the possibility of changing emotions; however, it should be noted that this change
is not always successful. Depending on the image input to the neural network and the
target change in emotions, undesirable graphical effects may appear that reveal the use of
photo manipulation. In order to eliminate possible graphic artifacts, an additional neural
network should be used to detect unnatural defects in human faces. Moreover, an additional
network should be added that modi�es the image in an invisible way (imperceptible to the
human eye) before it is fed to the input of the emotion change network, so as to maximize
the similarity of characteristic facial features while ensuring success in changing emotions
expressed as a lack of potentially visible graphic artifacts.

In conclusion, the contributions of this work extend beyond the application of ex-
isting emotion manipulation techniques by incorporating advanced methodologies that
enhance both the precision and stability of emotion generation. The results demonstrate
the effectiveness of the proposed approach in producing realistic emotion changes, while
also highlighting areas for future exploration, such as improving the subtlety of emotion
transitions and further reducing visible artifacts. Overall, this research lays the groundwork
for advancing emotion detection and generation technologies, with potential applications
in areas like human�computer interaction, virtual reality, and psychological analysis.
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Appendix A
The results of EmoDNN in the process of changing people’s emotions in images based

on the AffectNet dataset are presented in Figure A1.
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Appendix �1A�1

The�1results�1of�1EmoDNN �1in�1the�1process�1of�1changing�1people’s�1emotions�1in�1images�1
based�1on�1the�1A�� ectNet�1dataset�1are�1presented�1in�1Figure�1A1.�1
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Sadness�1->�1Surprise� 1 � 1Sadness�1->�1Anger �1

�1 �1 �1
Surprise�1->�1Neutral � 1 � 1Surprise�1->�1Disgust�1

�1 �1 �1
Fear�1->�1Contempt � 1 � 1Fear�1->�1Anger �1

�1 �1 �1
Disgust�1->�1Sadness� 1 � 1Disgust�1->�1Neutral �1
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Contempt �1->�1Neutral � 1 � 1Contempt �1->�1Happiness�1
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Figure �1A1.�1Preview�1of�1sample�1generated�1images�1for �1individual �1emotions�1(viewed �1from �1the�1top,�1the�1
rows�1represent�1di �� erent�1emotions;�1viewed �1from �1the�1left,�1the�1consecutive�1columns�1represent�1pairs�1of�1
images:�1[original �1image,�1image�1with �1changed�1emotion�1generated�1by�1EmoDNN]). �1
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DB (4 layers) + TD 
DB (5 layers) + TD 
DB (7 layers) + TD 
DB (10 layers) + TD 
DB (12 layers) + TD 

DB (15 layers) 
TU + DB (12 layers) 
TU + DB (10 layers) 
TU + DB (7 layers) 
TU + DB (5 layers) 
TU + DB (4 layers) 
1 x 1 Convolution 

Cover + constant * Sigmoid, depth=3 
 

Table 3: Decoder Architecture. The individual components are shown in Table 1. 
Decoder Architecture 

Input, depth = 3 
3 x 3 Convolution 

DB (4 layers) + TD 
DB (4 layers) + TD 
DB (4 layers) + TD 
DB (4 layers) + TD 
DB (4 layers) + TD 

DB (4 layers) 
TU + DB (4 layers) 
TU + DB (4 layers) 
TU + DB (4 layers) 
TU + DB (4 layers) 
TU + DB (4 layers) 
1 x 1 Convolution 
Sigmoid, depth = 1 

 

Training  

The sum of two cost functions was used during training. The first one was MS-SSIM (Wang, Z et al 2003) between the 
input image and the image with the hidden message. The second cost function due to the binary nature of the QR code was 
Binary Cross Entropy. 
Gaussian noise was introduced between the encoder and the decoder to make the algorithm more robust to attacks. 
Constant (weight) for the Y component was 0.04 and for U and V was 0.02. HOLLYWOOD2 dataset (Marszalek, M et al 
2009) was used for training. Training was performed using the optimizer Adam with lr = 0.001. 

Results 

The results of the algorithm are shown in Table 4. 
 

Table 4: Results 

Original QR code 

   



Original Cover 

   

Encoder output 

   

PSNR 39.3dB 39.65dB 39.5dB 

Extracted QR code 

   

Noised output 

   

Extracted QR code 
(from noised output) 

   

Success reading Yes Yes Yes 

 

Despite minor errors in the extracted QR code, the reader manages to read it without any problem. 
 
Conclusions 
 
The PSNRs (Hore, A et al 2010) clearly indicate a high rate of QR code hiding in the images. Despite subjecting the images 
to additive Gaussian noise, the decoder manages to extract the hidden message from the images. 
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